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Popular Science Summary

Video services have become an indispensable part of modern internet use, particularly with
media systems like video-on-demand and video streaming. These services dominate the
internet, accounting for a large share of global internet traffic, with live video streaming
becoming increasingly important.

Widespread use of live video streaming is evident not only in our everyday lives but also
in its growing applications within Internet of Things (IoT) systems. Remote surveillance,
industrial monitoring, smart-city infrastructure, and live sports analysis are just a few IoT
systems that rely on live video. For instance, imagine watching a live football match: a
goal is scored, and you want to rewind a couple of seconds to re-watch it; however, you also
want to quickly jump back to the live feed so you don’t miss any more action. The quality
of your experience depends on seeing the action with minimal delay while still being able
to rewind smoothly.

Different streaming technologies are investigated to better understand the trade-offs
between delivering low-latency live video together with digital video recording (DVR)
functionality, or, in other words, live video with minimal delay and rewind capability. Each
distinct streaming technology sends its live video in different formats. Some architectures
have native support for rewinding at the cost of increased delay, while others provide very
low-delay live playback but make rewind functionality difficult to implement.

The evaluated architectures are experimentally compared in a browser-based environ-
ment to analyze their client-side impact. Understanding the impact of these architectures on
the delay from video capture to a viewer’s screen, client-side CPU and memory usage, and
interaction with the rewind functionality is imperative for making the correct architectural
choice.

Our results show that different architectures significantly affect how quickly live video
reaches the viewer and how responsive the playback remains during interaction. Under-
standing these trade-offs can help software engineers build IoT streaming services that
better meet user expectations, where minimal delay and responsive playback are essential.





Abstract

Low-latency live video streaming is increasingly important for Internet of Things (IoT)
applications such as remote surveillance, industrial monitoring, smart-city infrastructure,
and live sports analysis, where users must not only be able to watch in real time but also
swiftly re-watch or revisit previous events. These requirements impose demands on low
end-to-end latency, efficient client-side performance, and responsive digital video recording
(DVR) interaction.

Although existing research has thoroughly investigated protocol-level and network-
efficiency-related latency, there is limited empirical understanding of how architectural
design choices influence client-side DVR interaction behavior and resource usage.

This thesis addresses this gap through an experimental study of low-latency streaming
architectures for browser-based live video streams with DVR support. A Low-Latency
HTTP Live Streaming (LL-HLS) baseline is compared with multiple Web Real-Time
Communication (WebRTC)-based variants that use different transport mechanisms and
media pipeline designs, including MediaStreamTrack, MediaRecorder, WebCodecs, and
DataChannel-based approaches.

The evaluation considers end-to-end latency, client-side CPU and memory utilization,
and client-side DVR interaction behavior, including scrubbing responsiveness, frame-
stepping precision, and tag-based replay recall. These metrics inform a trade-off analysis
of architectural choices, emphasizing how the placement of responsibilities in the media
pipeline affects performance.

The results show that WebRTC-based delivery achieves significantly lower live latency
than LL-HLS, consistent with previous findings in the literature. However, transport latency
represents only one aspect of browser-based DVR systems. The evaluated architectures
differed substantially in replay-oriented interactions. At 4K, the WebRTC DataChannel
+ WebCodecs prototype provides the strongest overall trade-off: it achieves the lowest
baseline CPU usage of 44.3% compared to 64.2% for LL-HLS, while offering precise frame
stepping and 100% accurate tag-jump recall.

The findings indicate that browser-based DVR implementation benefits the most when
encoded media units remain visible and addressable at the application level, enabling more
precise and responsive DVR interaction.

Keywords: low-latency live streaming, digital video recording, LL-HLS, WebRTC, Web-
Codecs, browser-based video streaming
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1 Introduction

Live video streaming is a core component of many Internet of Things (IoT) systems,
including remote surveillance, industrial monitoring, smart-city infrastructure, and live
sports analysis. In these settings, video is often consumed not only for passive viewing but
also as input to time-sensitive decisions and workflows—ranging from operator oversight
to automated responses—which makes end-to-end latency (the delay from capture at the
source to display) and interactive media control (e.g., rewinding, scrubbing) system-level
concerns [1, 2].

Consider a surveillance operator monitoring a live camera feed when an unauthorized
entry alert is triggered. The operator may rewind several seconds to review the events
leading up to the alert, then return to the live stream to observe the current situation.
In such scenarios, playback interruptions caused by re-buffering (where playback pauses
while waiting for the player to receive more media data) can delay access to both past and
current footage, reducing the operator’s ability to react promptly. Because retrieving older
content from the server may introduce additional delays, rewind operations are assumed to
rely on media that has already been received and buffered by the client.

A similar workflow pattern occurs in live sports streaming. When a goal is scored,
viewers frequently rewind to replay the event, then resume live playback. To an extent, this
behavior is also evident in professional workflows, such as video assistant referee systems,
where referees must repeatedly review previous segments of a live event to assess situations.

In both workflows, perceived system responsiveness depends not only on low live latency
(the delay between an event occurring and it being displayed to the viewer) but also on
responsive media navigation and playback continuity during rewind and resume interactions.
These scenarios illustrate a broader challenge in modern IoT and real-time video systems:
enabling low-latency live streaming with digital video recording (DVR) while remaining
stable and responsive across heterogeneous client devices, particularly in browser-based
playback environments [2, 3].

Responsive media navigation, as presented in the workflows above, is dependent on
DVR functionality and interaction with it. Here, DVR functionality is defined by browser-
side actions performed within a recently buffered live window, with three main actions:
scrubbing, frame-stepping, and tag-based replay recall. Continuous scrubbing allows users
to navigate through a buffered window; frame-stepping advances or rewinds playback
frame by frame; and tag-based replay recall retrieves a previously observed event from
the buffer. Throughout this thesis, the term rewind is used as a general description of
navigating backwards within previously buffered content and may be performed through
any of these DVR interactions. These three interactions with the DVR buffer represent
different levels of control over a live media stream, ranging from continuous timeline
navigation to frame-specific precision. Therefore, DVR functionality is more than a tool for
rewinding the live stream; it is a set of actions for interacting accurately and responsively
with recently buffered media.

Individually, low-latency streaming technologies and DVR functionality are well under-
stood, but optimizing and integrating them within the same system introduces pronounced
trade-offs related to buffering, temporarily storing media data; encoding, compressing
video for transmission; transport, transmission of media over the network; and client-side
resource usage [2, 3]. Existing streaming solutions typically prioritize only one of these
aspects: either low latency with limited rewind capabilities or robust DVR support at the
cost of increased latency [2].
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One of the main motivations for this research is that differences between streaming
architectures are not limited to transport efficiency but also involve how computational
responsibilities are distributed between the server and the client. This distinction becomes
particularly important when combining DVR functionality with low-latency live streaming
[3]. For example, HTTP adaptive streaming (HAS), segment-based architectures that send
video over HTTP, typically perform encoding and segmentation on the server side, thereby
exposing an already organized playback representation, meaning the media representation
exposed to the client for playback and replay [3, 4]. In contrast, Web Real-Time Com-
munication (WebRTC), a browser-supported framework for low-latency communication,
may allow replay construction and media representation to be shifted to the client side,
depending on the media pipeline, i.e., the sequence through which media is captured,
encoded, delivered, buffered, decoded, and rendered [3, 5].

These architectural differences are important because network-level performance alone
does not determine client-side behavior. Furthermore, end-to-end (E2E) latency, although
heavily dependent on network quality, remains a system-level concern, and different types
of latency are introduced throughout the media pipeline rather than being solely due to
internet delay [6]. This motivates a shift from establishing latency as only a network-
dependent metric that needs to be reduced and optimized to examining it as a system-level
characteristic. Even though the impact of network quality can’t be entirely ignored, this
shift allows for client-side behavior analysis of architectures with different system-level
latencies, rather than the analysis of network quality on architecture latency.

Together, these observations highlight a key research gap: while existing streaming
architectures offer either low-latency delivery or robust DVR functionality, there is limited
understanding of how these approaches impact client-side performance and interaction
behavior when both requirements are combined. In particular, it remains unclear how
architectural design choices affect resource usage, latency, and interactive responsiveness
under controlled, comparable browser-based conditions.

To address this gap, multiple streaming architectures designed for low-latency live
delivery are evaluated under identical, controlled conditions using repeatable, automated
playback and DVR interaction workloads. The study focuses specifically on browser-based
playback, in which client-side measurements and interaction behavior are quantified to
derive practical guidance for designing browser-based live streaming systems with DVR
functionality that remain responsive, efficient, and scalable across heterogeneous devices.

The work makes three main contributions. First, it provides a controlled comparative
evaluation of multiple low-latency streaming architectures, focusing specifically on client-side
performance and interaction behavior under equivalent conditions. Second, it introduces
a set of realistic DVR-oriented interaction benchmarks derived from real-world usage
scenarios, enabling systematic analysis of scrubbing, frame-stepping, and tag-based replay
recall. Third, it offers practical insights into how architectural design choices affect resource
usage and DVR responsiveness in browser-based playback environments.

The findings are intended to inform researchers, practitioners, and industry leaders,
supporting the design of streaming systems that better balance low-latency delivery with
interactive playback requirements for IoT and sports broadcasting contexts. This work was
conducted in collaboration with the industry partner Spiideo, ensuring that the evaluated
scenarios and design considerations reflect real-world deployment contexts.
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1.1 Research Question
Based on the research gap identified in the introduction, this study is guided by one main
research question and three supporting sub-questions:

RQ: Which low-latency streaming architecture provides the best trade-off for browser-based
video streaming in IoT systems?

Sub-Questions

1. How do the evaluated low-latency streaming architectures differ in end-to-end latency
and client-side resource usage during live playback?

2. How do the architectures differ in responsiveness during interactive DVR operations
such as scrubbing, frame-stepping, and tag-based replay recall?

3. How do differences in media pipeline design—particularly data packaging method
and distribution of processing responsibilities—affect the trade-offs between latency,
client resource usage, and DVR responsiveness?

1.2 Objectives
To answer the main research question and sub-questions, this thesis evaluates low-latency
streaming architectures, specifically low-latency HTTP live streaming (LL-HLS), an HTTP
adaptive streaming architecture, and WebRTC-based alternatives. The main goal is to
understand their differences in browser-based live video streaming with DVR support.
The objectives are designed to align the work with the sub-questions presented above and
contribute to answering the main research question.

1. Identify and create comparable low-latency live streaming architectures for browser-
based live streaming with DVR functionality.

(a) Implement and validate an LL-HLS baseline.
(b) Design and implement multiple experimental WebRTC-based live-streaming

DVR prototypes that differ in transport and client-side replay construction.

2. Define and execute controlled, repeatable browser-based experiments for live playback
and DVR interaction across all implementations.

(a) Measure and compare E2E latency and client-side CPU and memory usage
during live playback to address Sub-Question 1.

(b) Measure and compare interactive DVR operations: scrubbing, frame-stepping,
and tag-based replay recall, to address Sub-Question 2.

(c) Evaluate architecture media pipelines and how they affect transport mechanisms,
media representation, and distribution of processing responsibilities to analyze
the trade-offs between latency, client resource usage, and DVR responsiveness,
to address Sub-Question 3.

3. Analyze the combined results to derive practical guidance for architecture selection
in browser-based low-latency live streaming with DVR support and identify the
architecture that provides the best trade-off to answer the main research question of
this thesis.
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1.3 Scope and Thesis Structure
This thesis is limited to browser-based client playback environments and is based on
controlled experiments. This work does not evaluate all possible deployment environments,
network conditions, IoT devices, or large-scale real-world server-side deployments. The
focus is on understanding how different low-latency streaming architectures affect client-side
behavior during live viewing and DVR interactions under controlled, comparable conditions.

The structure of this thesis is as follows: Section 2 explains the most important
knowledge pertinent to this thesis. Section 3 reviews relevant literature on low-latency live
streaming, DVR, low-latency streaming architectures, and media pipelines to reinforce the
research gap and motivation of this study. Section 4 presents the research methodology,
experimental design, implementation details of prototypes, experimental setup, validity,
and ethical considerations. Section 5 presents and describes the results of benchmarking
and DVR operation-specific phases. Section 6 analyzes the results, section 7 discusses
findings and answers the research questions, and finally, section 8 concludes this thesis.
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2 Background

2.1 Streaming Architectures
Live video streaming systems can be realized using a wide range of architectures that differ
in transport protocols, delivery models, and latency–scalability trade-offs [3, 6, 7]. At a high
level, these architectures can be grouped into two dominant paradigms: scalable content
distribution or low-latency interactivity. HTTP-based adaptive streaming (HAS) systems
prioritize scalability—the efficient delivery of content to large numbers of concurrent
viewers—and robustness through segment-based delivery, while real-time communication
systems, such as WebRTC (Web Real-Time Communication), prioritize low latency and
interactivity.

These two paradigms represent fundamentally different design choices: WebRTC enables
low-latency, stateful, and interactive communication, while HAS enables scalable, stateless,
and cache-friendly distribution. This thesis focuses on two representative approaches,
WebRTC and a HAS protocol, Low-Latency HTTP-based Live Streaming (LL-HLS), to
examine how their architectural differences affect client-side behavior and interactive DVR
functionality.

A key difference between segment-based HAS and real-time communication streaming
technologies lies in their native support for rewind buffering. HAS protocols like LL-HLS
organize media into discrete (partial) segments, enabling DVR by buffering a rolling
window of segments and exposing a seekable timeline through the playlist model [8]. Buffer
duration, rewind depth, and playback position are therefore straightforward to define due
to the segmented structure of an HLS stream.

WebRTC, on the other hand, by default, transports media as a continuous real-
time stream rather than a sequence of addressable segments [2, 5]. Consequently, DVR
functionality is not natively supported and must be constructed explicitly at the application
level, introducing additional architectural design choices and implementation complexity.
In this thesis, application level refers to the software stack of components on the client
side, together with participating nodes, such as cameras or servers, that implement DVR
functionality, content rendering, and playback control beyond the capabilities of the
streaming technologies themselves.

In decentralized IoT deployments, without a centralized server-side DVR, the respon-
sibility of constructing and managing a DVR buffer falls entirely on each client device.
Furthermore, the associated challenges in modern IoT systems become more pronounced,
including device heterogeneity, resource usage, and encoding strategies. In real-world
deployments, the application-level responsibility commonly falls on the browser-based
playback environment. For example, in typical browser-based WebRTC usage, such as
Google Meet or Zoom, media is delivered through the built-in MediaStreamTrack (MST)
pipeline, where the client receives continuous streams and relies on the browser’s native
decoding and rendering path [9]. Under this paradigm, DVR must be implemented by
buffering received media data and reconstructing a rewindable playback timeline in the
browser’s playback canvas.

Beyond HLS and WebRTC, Quick UDP Internet Connections (QUIC)-based media
transport is an emerging direction in live-streaming literature. Comparisons between
HTTP/2 and QUIC for adaptive streaming, as well as recent Media over QUIC (MoQ)
proposals, suggest that QUIC may improve certain transport-level qualities of live streaming,
such as congestion control, multiplexing, connection setup improvements, and lower stable
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latency. [10, 11, 12].
While improving transport-layer performance can improve latency, throughput, and

congestion control, these metrics only partially capture how streaming technologies behave
in browser-based playback environments. Different architectures distribute tasks such
as buffering, decoding, and segment construction differently between the server and the
client. These design choices directly impact client CPU and memory usage, as well as
interaction responsiveness. Therefore, two systems with similar or identical network-level
performance may exhibit vastly different client-side behavior, particularly with client-side
DVR functionality.

Therefore, understanding how transport and media pipeline design choices translate
into client-side runtime behavior, resource consumption, and interactive DVR performance
remains important for evaluating browser-based live-streaming architectures under realistic
workloads.

2.1.1 HTTP Adaptive Streaming (HAS) and HTTP Live Streaming (HLS)

HTTP Adaptive Streaming (HAS) is a family of segment-based video delivery approaches
that includes widely deployed protocols such as HTTP Live Streaming (HLS) and MPEG-
Dynamic Adaptive Streaming over HTTP (DASH) [2, 13].

HAS is compatible with caches and content delivery networks (CDNs), which allow
efficient scaling to large audiences and provide a high-quality viewing experience at the
cost of introducing latency floors that remain challenging for real-time applications [2]. To
overcome the inherent latency floors of conventional segment-based delivery, low-latency
variants such as LL-HLS [8] and Low-Latency DASH (LL-DASH) therefore emerged
as extensions within the established segment-based HAS family, which has motivated
substantial research on protocol design, player behavior, and latency stability trade-offs in
HTTP streaming systems [1, 2, 3, 14].

HLS is a HAS family protocol that delivers media over standard HTTP infrastructure
by dividing content into a sequence of media segments referenced through playlist files.
Originally developed by Apple, HLS has become one of the most widely deployed streaming
protocols due to characteristics primarily derived from its segment-based HAS parentage,
including broad device support, compatibility with CDNs, and operational simplicity
[4, 8, 13].

Figure 1 illustrates the basic HTTP request–response model, where clients retrieve
resources using HTTP GET requests and servers return the requested content; HLS builds
on these standard semantics, enabling efficient caching and large-scale distribution while
introducing additional latency from segment generation and retrieval [2, 4].

Figure 1: Basic HTTP request-response model for HLS. Adapted from [2].
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2.1.2 Low-Latency HTTP Live Streaming (LL-HLS)

LL-HLS extends the traditional HLS model with mechanisms that reduce delivery latency
by enabling finer-grained and earlier media delivery. Clients can request and receive partial
media data while content is still being encoded, reducing time-to-playback without changing
the fundamental HTTP-based delivery model [8, 15].

The LL-HLS architecture preserves the encode-once, serve-many paradigm of traditional
HLS. Once media segments or partial segments are produced, they can be cached and
distributed to multiple clients without maintaining per-viewer transport state. This design
enables efficient reuse of encoded content across the delivery infrastructure and supports
scalable live distribution [4, 13].

2.1.3 Web Real-Time Communication (WebRTC)

Historically, real-time streaming has been built on protocols such as Real-time Transport
Protocol (RTP) and Real-Time Streaming Protocol (RTSP), which provide continuous
media delivery over UDP and fine-grained timing control [16]. Modern systems such as
WebRTC build upon these foundations, integrating transport, congestion control, and
media processing into a unified framework for interactive communication.

Web Real-Time Communication (WebRTC)—originally designed for interactive real-
time communication—has attracted increasing interest as a candidate for live video de-
livery in the browser, primarily to enable very low E2E latency compared to traditional
HTTP-based approaches. This has led to growing research on WebRTC-based streaming
architectures and their adaptation to support requirements beyond conversational media,
including scalability and DVR interaction [2, 17].

WebRTC is also an open standard for real-time transmission of audio, video, and
arbitrary data between endpoints, integrating media capture, transport, congestion control,
jitter buffering, and real-time feedback mechanisms standardized across World Wide Web
Consortium (W3C) and Internet Engineering Task Force (IETF) specifications [5, 17].

Unlike segment-based streaming protocols, WebRTC delivers media as a continuous
stream of audio and video frames without relying on playlists or discrete media segments.
Before media transmission can begin, endpoints typically exchange session information via
an external signaling mechanism that negotiates connection parameters and connectivity
information between peers [5]. This process commonly relies on Interactive Connectivity
Establishment (ICE) together with Session Traversal Utilities for NAT (STUN) and
Traversal Using Relays around NAT (TURN) to establish communication paths across
different network environments [5]. Once the session is established, media flows directly
between endpoints over RTP-based transport channels, as illustrated in Figure 2.

To support low-latency communication, WebRTC incorporates mechanisms for conges-
tion control, bandwidth estimation, packet-loss recovery, and dynamic bitrate adaptation
based on real-time network feedback for RTP-based video and audio media streams [18].

In addition to media streams, WebRTC exposes the RTCDataChannel API (DataChan-
nel approach), which enables bidirectional low-latency transmission of arbitrary application
data between peers [17, 19]. DataChannel is commonly used for non-media payloads such
as control messages, telemetry, multiplayer game state synchronization, chat messages, or
file transfer. However, because DataChannel can transport arbitrary binary data, encoded
video may also be transmitted explicitly as application-managed payloads rather than
through the native RTP-based WebRTC media pipeline. This approach remains less
common than conventional WebRTC media streaming.

Nevertheless, prior work has explored transporting encoded video chunks or segments
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Figure 2: Simplified WebRTC architecture showing signaling-based session establishment
and direct peer-to-peer media delivery.

over DataChannel and reconstructing playback at the application layer, for example, through
Media Source Extensions (MSE)-based playback pipelines [20, 19]. This decouples WebRTC
transport from the native media pipeline and exposes buffering, replay construction, and
presentation behavior directly to the browser application.

Unlike RTP-based WebRTC media streams, DataChannel does not provide a complete
browser-managed media pipeline. Mechanisms such as RTP packet-loss recovery, jitter
buffering, bandwidth estimation, and encoder-driven bitrate adaptation are therefore not
automatically available when media is transported as application data. Instead, replay
behavior and buffering logic must be handled explicitly by the application. The approach
still relies on WebRTC connectivity and transport infrastructure, including ICE-based
connection establishment and SCTP/DTLS transport, while retaining congestion-control
behavior.

These characteristics make WebRTC well-suited for interactive and time-critical media
delivery scenarios, whether using RTP-based media streams or DataChannel delivery. In
practice, browser-based WebRTC video pipelines may still fall above the strict near-real-
time range due to capture, encoding, buffering, decoding, and rendering overhead, but they
generally achieve substantially lower latency than segment-based HAS approaches.

2.2 Foundations of Low-latency Streaming
Live video streaming refers to the real-time delivery of video content from a source to one
or more viewers over a packet-switched network. Unlike Video on Demand (VoD), where
pre-recorded content is distributed before playback, live streaming requires minimal delay
between capture and rendering to maintain temporal relevance and ensure the ’liveness’ of
the content.

A fundamental obstacle to this requirement is E2E latency, which Bentaleb et al. [2]
define as ”the time gap between the capture of media (from a camera lens or microphone)
and its playback (through a display or speaker)”. Live streaming latency is categorized
into five different levels determined by acceptable or required E2E latency and use case:
high (≥45s, scalable one-way streaming), typical (10-45s, standard HAS and fallback
for low Latency), low (1-10s, sports broadcasting, synchronized viewing), ultra-low (≤1s,
interactive use cases), and near-real-time (10-100ms, real-time gaming or remote control)[2].

It is necessary to understand that E2E latency is not solely determined by network
conditions or network transmission time, but is also added throughout every step of the
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streaming pipeline [6]. As shown in Figure 3, the latency resulting from network-related
issues is only reflected in delivery latency; however, there are additional, less commonly
recognized latencies, such as preparation and consumption latency. Therefore, in real-world
systems, latency is a composite metric of both network conditions and application-level
design choices.

Figure 3: Sources of E2E latency in a live video streaming system, spanning capture,
processing, transport, and playback. Adapted from [2].

2.3 Media Streaming Pipeline
A live-streaming media pipeline is a key component of live-streaming architectures, defining
a multi-phase system that transforms raw video captured at the source into viewable
content on the end user’s device. This pipeline is typically modeled as comprising three
main media phases: contribution, ingestion, and distribution [2, 3] and is shown in Figure 4.

Figure 4: End-to-end media streaming pipeline. Adapted from [2]

The pipeline begins with the media contribution (or capture) phase, which involves
content acquisition and production. Video is captured from sources such as studio or
stadium cameras and encoded before being transmitted to a media server or processing
infrastructure. Encoded video is typically organized into keyframes and inter-frames.
Keyframes (also referred to as I-frames) contain a complete image representation. They
can therefore be decoded independently, while inter-frames (also referred to as P-frames)
encode predictive differences relative to reference frames to reduce bandwidth usage. These
frames are commonly organized into groups of pictures (GOPs), in which a keyframe serves
as a synchronization point, followed by a sequence of dependent inter-frames until the
next keyframe appears. The distance between successive keyframes, therefore, determines
the GOP length. GOP structure directly influences compression efficiency, random-access
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granularity, replay precision, and latency characteristics [2, 3].
Following the media contribution phase, the media ingestion (or processing) phase han-

dles the incoming video stream and prepares it for delivery. Depending on the architecture,
this may include transcoding, repackaging, segmentation, or generation of delivery formats
such as HLS or DASH segments, while some systems may instead forward media using
real-time transport mechanisms [2, 3].

Finally, the media distribution phase delivers media to the client device, where playback,
buffering, decoding, and rendering occur. In browser-based systems, client-side playback
behavior is strongly influenced by the media representation (e.g., segment, encoded video
chunk) exposed to the application [2, 3].

Latency accumulates across all phases of the pipeline, including capture, encoding,
transport, buffering, decoding, and rendering [6]. Consequently, E2E latency is determined
not only by network transmission time but also by architectural and application-level
design choices throughout the pipeline.

2.4 Digital Video Recording
The concept of time-shifted media consumption originated with the Digital Video Recorder
(DVR), which fundamentally changed how users interacted with live television. A common
understanding of the DVR is that it is a physical device that records video digitally to
storage. However, a more appropriate definition is that of a system maintaining a sliding
window of recently received media, enabling users to pause, rewind, and fast-forward live
content without interrupting the ongoing broadcast [21].

In modern live streaming, the DVR or rewind buffer refers to the ability to retain
recently received media and make it available for seekable playback. No longer limited
to dedicated physical hardware, DVR functionality is now implemented as part of the
live-streaming system itself, either on the server or client side. The DVR may store a
rolling window of encoded video data. In HTTP-based adaptive streaming systems such as
HLS and DASH [4, 22], DVR functionality is integrated into the playlist-driven delivery
model, transforming a live stream into a hybrid one [2]. A hybrid live stream is not only
live, but it also supports time-shifted playback

DVR interaction behavior is closely tied to the structure of encoded video data. Since
inter frames, such as P-frames, depend on surrounding reference frames for decoding, replay
operations such as scrubbing, frame stepping, or tag-based replay recall cannot generally
begin from an arbitrary inter frame in isolation. Instead, replay typically resumes from the
nearest preceding keyframe, after which the dependent frames are decoded sequentially
until the requested frame is reached [2, 3].

As a result, the GOP structure directly affects replay granularity and interaction
precision. For example, in the simplified GOP structure illustrated in Figure 5, replaying the
target frame P3 requires decoding the preceding keyframe I0 together with the intermediate
dependent frames P1 and P2 before the requested frame can be reconstructed. Shorter
GOP structures can therefore improve random-access responsiveness and replay precision,
but at the cost of increased bitrate overhead due to more frequent keyframes [23, 24].
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I0 P1 P2 P3 I4 P5

Target replay frame: P3     Decode path: I0 -> P1 -> P2 -> P3

Figure 5: Conceptual illustration of GOP dependencies during DVR replay. The P-frame
visualizations are conceptual and do not represent raw codec bitstreams. Source video
frames are from [25].

The DVR buffer enables users to navigate through previously received media while live
playback continues. Common interactions include rewinding, returning to the live edge,
and scrubbing through the buffered timeline. Although these operations are conceptually
straightforward from a user perspective, they require the system to maintain a consistent
and addressable replay buffer, correctly map user interactions to buffered media positions,
and ensure smooth transitions between buffered playback and the live stream [26, 27].

All use cases examined in this thesis depend directly on DVR functionality. In scenarios
such as surveillance or sports streaming, DVR behavior is a core system requirement,
and without it, the workflows presented in Section 1 would not exist. However, DVR
functionality also directly affects system design and performance. Introducing DVR into a
live-streaming system requires additional buffering and retention mechanisms, which may
increase E2E latency depending on the selected architecture and configuration [13].

Depending on whether the DVR buffer is maintained on the server or client side,
the system incurs additional storage and processing requirements [3]. In browser-based
client-side environments, this directly translates into increased memory usage for retaining
media data, as well as additional CPU overhead for buffering, decoding, scheduling, or
reconstructing playback [3].

Furthermore, DVR strategies closely intersect with latency and buffering trade-offs. A
larger rewind window enables deeper replay navigation but may increase memory usage
and buffering requirements. Conversely, a smaller rewind window may reduce resource
usage but limit replay depth and interaction flexibility. DVR functionality is therefore
closely tied to the broader trade-off among latency, buffering, responsiveness, and replay
precision in live-streaming systems.

2.4.1 DVR Interaction Modes

The DVR functionality discussed throughout this thesis is evaluated through three interac-
tion modes: scrubbing, frame-stepping, and tag-based replay recall. These interactions
were selected based on the DVR workflows presented in the introduction and discussions
with the industry partner Spiideo. Together, they represent common DVR workflows
encountered in practical deployments and capture different levels of navigation granularity
within a buffered live stream, ranging from continuous timeline navigation to precise frame
inspection and event-oriented replay. They therefore form the basis of the benchmark
phases introduced later in the methodology. Figure 6 illustrates the three interaction
modes and how they interact with a buffered DVR window during live playback.
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Figure 6: Illustration of the DVR interaction modes evaluated in this thesis.

Scrubbing corresponds to continuous navigation through the DVR timeline. The user
moves freely within the buffered window, typically by dragging a timeline control. This
interaction places sustained pressure on the replay pipeline because playback positions
change continuously and the client must repeatedly update the rendered output.

Frame-stepping provides the highest level of temporal precision by allowing navigation
one frame at a time in either direction. This interaction is commonly used when examining
details within a scene and requires the replay representation to support accurate frame-level
access. Compared to fixed-duration skip controls (e.g., jumping backward or forward by a
predefined number of seconds), frame-stepping imposes stricter requirements because each
interaction must resolve to an exact frame within the buffered video stream.

Tag-based replay recall represents event-oriented navigation. A playback position is
first marked and later recalled from the DVR buffer. This interaction is representative
of scenarios such as replaying a goal in a sports broadcast or returning to a previously
observed event during surveillance monitoring.

While additional DVR interactions are possible, they can generally be viewed as
variations or combinations of the interaction modes shown in Figure 6. For example, fixed-
duration skips correspond to constrained forms of timeline navigation, while slow-motion
playback builds upon frame-level control.

2.5 Client-Side Media Representation (Segment vs Encoded
Chunk vs Blob)

To clarify the differences among the evaluated client-side DVR architectures, this section
defines the media representations that the client buffers, references, or replays in each
prototype: HLS segments, WebCodecs-encoded chunks, and MediaRecorder blobs. These
representations are not directly equivalent to container formats. Rather, they represent
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the replayable objects exposed to the application in each implementation and therefore
determine how buffering, indexing, seeking, and frame-level interaction are implemented.
Media representations may also be referred to as media units. The former addresses
taxonomy, while unit emphasizes addressability, singularity, and practical use.

A segment is the fundamental addressable media unit in HTTP adaptive streaming
(HAS) systems. Bentaleb et al. define segments as divisions of media into short-duration
parts that are encoded at different bitrates and resolutions and offered as HTTP objects
to streaming clients [14]. In HLS, segments are exposed through playlists that reference
media objects and their durations [4]. In the LL-HLS prototype, these segments and partial
segments form the replayable media window available to the client. Segment-based delivery,
therefore, makes rewind and time-shifted playback straightforward, but the granularity
of natural interaction is tied to playlist-addressable media objects and player buffering
behavior.

An encoded chunk refers to an application-visible unit of encoded media data. In
WebCodecs, encoded video data is represented using EncodedVideoChunk objects, which
contain encoded frame data together with metadata such as timestamps and keyframe
information [28]. In this thesis, encoded chunks are the replay units stored by the
WebCodecs-based DVR prototypes. Because these chunks can be indexed directly using
timestamps and frame metadata, they provide finer application-level control than segment-
based replay and can be passed directly to a VideoDecoder during replay.

The term blob refers to browser-level binary objects produced by the MediaRecorder
API [29]. These blobs contain encoded and muxed media data for recording intervals
chosen by the application or browser. They are replayable by the browser, but their
boundaries are determined by recording intervals rather than by application-selected frame
or keyframe boundaries. As a result, blobs provide a coarser replay abstraction than
WebCodecs-encoded chunks and are less suitable for precise frame-level DVR interactions.

Figure 7 illustrates the replay abstractions exposed by the three media representation
approaches and the conceptual client-side path from each replay unit to decoded frames.
Building on these abstractions, Table 1 maps them to the four evaluated architectures used
throughout the remainder of the thesis.
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Figure 7: Conceptual comparison of client-side replay units and access paths for HLS
segments and partial segments, MediaRecorder-generated blobs, and EncodedVideoChunk
objects. The figure does not imply relative unit size, duration, or transport mechanism.

Table 1: Comparison of the evaluated prototypes and their client-side replay abstractions.
Streaming
Technology

Media Delivery Browser API Replay Unit

LL-HLS HTTP hls.js Segments and
partial segments

WebRTC MediaStreamTrack MediaRecorder MediaRecorder
blobs

WebRTC MediaStreamTrack WebCodecs Encoded
video chunks

WebRTC DataChannel WebCodecs Encoded
video chunks

In summary, the comparison in this thesis concerns the replayable units exposed to the
client. The LL-HLS prototype relies on a playlist-defined segment window managed by the
player. The MediaRecorder-based WebRTC prototype stores MediaRecorder blobs, while
the WebCodecs-based WebRTC prototypes store encoded chunks, either reconstructed
from a received media track or delivered directly over a WebRTC DataChannel. These
different client-side replay abstractions determine how replay data is buffered, indexed,
accessed, and ultimately interacted with during DVR operations.

2.6 Browser Technologies for Client-Side Replay
Modern web browsers expose a set of APIs that enable real-time media transport, recording,
buffering, and low-level processing directly on the client side. These capabilities are essential
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for implementing client-side replay (DVR) functionality, in which media must be received,
temporarily stored, and rendered with fine-grained control over timing and interaction.

This section introduces the browser technologies that define the design space for the
replay architectures evaluated in this thesis. Depending on how these APIs are combined,
different architectural trade-offs emerge in latency, buffering behavior, and responsiveness
to interactions.

Several browser APIs are central to the replay architectures evaluated in this thesis. In
WebRTC-based prototypes, live media is delivered either via a browser RTCPeerConnection
as a media track or via a WebRTC data channel as encoded chunks [5, 30]. These two
delivery models lead to different possibilities for local DVR construction.

The MediaStream and MediaStreamTrack abstractions provide the browser represen-
tation of live media streams and individual media tracks [5, 9]. In the MediaStreamTrack-
based prototypes, the incoming live track serves as the source for constructing a local
replay representation.

The MediaRecorder API provides a browser-managed mechanism for recording a
MediaStream into timed blobs [31, 29]. In the MediaRecorder-based prototype, these
recorded blobs form the basis of the local DVR representation, rather than preserving the
original server-side encoding and segmentation structure.

The Media Source Extensions (MSE) API, in particular MediaSource and SourceBuffer,
enables recorded media data to be appended into a browser-managed playback buffer [27, 32].
This makes it possible to maintain a rolling replay window locally for time-shifted playback.

The WebCodecs API exposes low-level media processing primitives such as VideoEncoder
and VideoDecoder [28, 33]. In the WebCodecs-based prototypes, these interfaces are used
to construct and replay a client-side DVR buffer from encoded chunks or browser-processed
frames, enabling explicit control over decoding and timing behavior.

Finally, MediaStreamTrackProcessor enables direct extraction of VideoFrame objects
from a live media track [34, 35]. This is used in the MediaStreamTrack + WebCodecs
prototype to transform an incoming live track into a client-side replay representation by
processing, re-encoding, and decoding frames directly within the browser.

All evaluated architectures and their related browser technologies and corresponding
media representations are visualized in Figure 8 in the methodology section 4.3, prototype
implementation.
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3 Literature Review

3.1 Low-Latency Requirements in Live Streaming
Low-latency live streaming systems aim to minimize the delay between media capture
and client-side playback while maintaining stable and scalable delivery. In real-time
application domains such as surveillance, teleoperation, industrial monitoring, and live
sports production, end-to-end (E2E) latency requirements are often substantially stricter
than in traditional broadcast-oriented streaming systems [1, 2].

Reducing E2E latency introduces a fundamental trade-off in streaming system design.
Mechanisms that improve playback stability, scalability, and bandwidth efficiency often
increase latency through additional buffering, synchronization, or media packaging stages.
Consequently, low-latency streaming is concerned not only with minimizing delay but also
with balancing responsiveness, playback continuity, and scalable delivery.

Segment-based HTTP streaming protocols such as HLS and DASH form the foundation
of most large-scale live streaming systems. However, their playlist-driven, segmented
delivery model introduces latency due to media segmentation, playlist propagation, and
client-side buffering [3].

In contrast, real-time communication technologies such as WebRTC adopt a continuous
delivery model that minimizes buffering and segmentation overhead. Rather than exposing
latency primarily as a tunable parameter, WebRTC architectures treat low latency as
a core design characteristic, using real-time transport, congestion control, and adaptive
delivery mechanisms to support near-real-time playback [2, 5].

These approaches therefore represent fundamentally different architectural assumptions
regarding scalability, buffering, playback stability, and interaction responsiveness. Low-
latency performance is therefore shaped not only by network conditions but also by the
media delivery model and the structure of the media pipeline itself.

3.2 Low-Latency HTTP Streaming Performance
Following an introduction to low-latency requirements in live streaming, this section
focuses on empirical work evaluating the performance of segment-based HTTP streaming
architectures and their low-latency extensions.

A central question in this area is whether sub-second latency can be achieved through
further optimization of the segment-based delivery model or whether segmentation itself
introduces an inherent latency floor. Existing empirical studies consistently support the
latter interpretation. Bentaleb et al. [14] showed that even with HTTP chunked transfer
encoding, segment-based delivery cannot eliminate serialization delays introduced by the
media production pipeline. Since media must still be encoded sequentially before becoming
available for delivery, an unavoidable latency floor remains regardless of network conditions
or parameter tuning.

Recent low-latency extensions such as LL-HLS and LL-DASH aim to reduce this
delay through shorter segments, partial-segment delivery, and more aggressive live-edge
synchronization strategies [2], while retaining the core characteristics of segmented media
delivery. However, while these techniques improve latency performance, they do not remove
the underlying constraints introduced by segmented delivery. Bentaleb et al. [1] evaluated
multiple adaptive bitrate strategies across LL-HLS and LL-DASH implementations and
found that even under optimized configurations, E2E latency typically remained within
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the range of approximately two to three seconds.
A comprehensive survey by Bentaleb et al. [2] reaches a similar conclusion, arguing

that achieving reliable sub-second latency requires architectural changes rather than
further parameter tuning within segment-based frameworks. While LL-HLS maintains
strong scalability through stateless and cache-friendly delivery, its segmentation model
fundamentally limits its suitability for ultra-low-latency applications. Li et al. [6] similarly
identify segment generation and playlist propagation as persistent bottlenecks in real-time
video pipelines, reinforcing the argument that incremental protocol improvements cannot
fully eliminate segmentation-induced delay.

Beyond latency itself, the competing goals of responsiveness and playback quality
further complicate the design of low-latency streaming. Sun et al. [36] analyze this trade-off
by showing that stricter latency constraints directly reduce the achievable quality ceiling
regardless of the adaptive bitrate algorithm used. Their results indicate that the best
balance between latency and playback quality is typically achieved within a latency range
of approximately two to five seconds.

Together, these studies show that low-latency segment-based streaming architectures
can substantially reduce latency, but only within the limits imposed by their underlying
delivery model. Segment-based systems remain highly scalable and robust for large-scale
broadcast delivery; however, their reliance on segmentation, buffering, and playlist-driven
synchronization limits their ability to achieve reliable sub-second latency. Existing literature,
therefore, suggests that further reductions in E2E latency may require architectural
approaches that move beyond traditional segment-oriented media delivery.

3.3 WebRTC for Real-Time Video Streaming
Building on its real-time communication capabilities, WebRTC has been evaluated in
multiple studies as a transport mechanism for low-latency live video streaming beyond its
original video conferencing use case. A systematic review by Mahmoud and Abozariba [17]
examined 83 studies and identified WebRTC as a viable candidate for latency-critical
application domains, including healthcare, gaming, and remote interaction systems. At
the same time, the review highlighted persistent challenges related to scalability and
application-layer integration.

Francisco et al. [19] reported that WebRTC-based streaming pipelines can achieve
sub-second to low-second E2E latency under favorable network conditions. By minimizing
buffering and avoiding segment-based delivery, WebRTC can achieve lower latency than
LL-HLS and LL-DASH in comparable scenarios, demonstrating its potential suitability for
applications requiring close temporal alignment between capture and playback.

However, scalability remains a well-documented limitation of WebRTC-based systems.
Jansen et al. [18] performed an extensive performance evaluation of WebRTC deployments.
It showed that server-side CPU and memory usage increase significantly with the number of
concurrent connections due to per-connection transport state and adaptation mechanisms.
The authors conclude that näıve one-to-many WebRTC deployments scale poorly without
additional media-server infrastructure or forwarding mechanisms.

To mitigate these limitations, forwarding-based architectures such as Selective Forward-
ing Units (SFUs) have been proposed. Grozev et al. [37] demonstrated that SFU-based
designs can improve scalability while preserving WebRTC’s low-latency characteristics,
although at the cost of increased architectural complexity.

Recent work has also explored QUIC-based transport alternatives for real-time media
delivery. Mej́ıas et al. [11] compared WebRTC, Media over QUIC (MoQ), and RTP over
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QUIC (RoQ) in latency-critical remote rendering scenarios across Wi-Fi and 5G networks.
Their results showed that QUIC-based approaches achieved faster connection startup and,
in some configurations, lower E2E latency than WebRTC. However, WebRTC demonstrated
better jitter stability and lower byte loss, highlighting the maturity and robustness of the
existing WebRTC ecosystem.

While prior work has primarily focused on transport-level latency, scalability, and
network performance, less attention has been given to how browser-based DVR and replay
functionality can be constructed on top of WebRTC delivery models. In particular, different
approaches to representing and buffering replayable media in the browser can introduce
distinct trade-offs among client-side resource usage, replay precision, and interactive
behavior. This motivates further investigation into browser-oriented WebRTC streaming
architectures and how their replay construction strategies influence interactive live playback
scenarios.

3.4 DVR and Client-Side Replay Architectures
Live DVR functionality depends on keeping a time-bounded portion of past media available
and enabling clients to access that media after the original live moment has passed. In
HLS, the effective DVR window is governed by playlist update behavior and the retention
of referenced segments; when older segments are removed from the media playlist and are
no longer available, rewind capability correspondingly becomes bounded [4].

LL-HLS further modifies time-shift behavior by introducing partial segments and
discovery mechanisms such as blocking reload and preload hints, which make upcoming
media addressable earlier while still constraining how long partial data remains discoverable
[8, 15]. In DASH-based live services, time-shift behavior can be signaled explicitly via
mechanisms such as timeShiftBufferDepth, enabling services to specify a minimum
rewind window and recommended buffering behavior [22]. Alternative HTTP-native
approaches also exist: RFC 8673 defines shift-buffer representations for random access to
appended live resources using HTTP range semantics [38]. Together, these mechanisms
demonstrate that DVR functionality in segment-based systems is closely tied to how media
is segmented, retained, and exposed to the client.

At the application level, replay functionality also depends on how media is buffered and
rendered within the browser client. MSE provides a standardized mechanism for appending
media data to browser-managed buffers and maintaining rolling playback windows through
explicit buffer management and eviction policies, making segment- and container-based
DVR feasible within web applications [27].

Unlike segment-based streaming systems, WebRTC does not provide native DVR seman-
tics. Replay functionality must therefore be constructed on top of continuously delivered
media streams by storing decoded frames or encoded representations and reconstructing
playback timing [5].

WebCodecs exposes low-level encoding and decoding primitives, along with encoded
chunk representations, enabling the implementation of replay buffers at the frame or sample
level, with custom decode scheduling and replay control [28]. Browser-managed recording
via MediaRecorder can also be used to re-chunk live streams into timed blobs for later
playback, thereby creating a replayable representation independent of the server’s original
media representation [31]. In addition, MediaStreamTrack-based processing pipelines can
be constructed using insertable media processing APIs, enabling extraction, transformation,
and re-injection of media into replay or forwarding pipelines [34].

These replay architectures expose different trade-offs in buffering granularity, replay
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precision, memory usage, and client-side processing complexity. Established buffer-based
control work further highlights that buffering is a first-class control variable influencing
responsiveness and playback stability [3, 39]. Sun et al. [36] similarly demonstrate that
achievable quality is fundamentally constrained by latency requirements regardless of
buffering strategy. Consequently, replay buffer design and media representation directly
influence interaction behavior and the practical characteristics of browser-based DVR
systems, motivating further evaluation of how different replay construction strategies affect
client-side performance and interactive playback behavior.

3.5 Client-Side Experience in Interactive Video Navigation
Interactive navigation features such as scrubbing, trick-play, and seek preview require
both media-level support and latency-aware interaction design. In streaming systems,
trick-play (or trick-mode playback) commonly refers to non-linear playback interactions
such as fast-forward, rewind, scrubbing, frame stepping, and timeline seeking [26].

DASH-IF interoperability guidance specifies signaling mechanisms for trick-mode play-
back and discusses seek preview and thumbnail navigation as means of implementing
responsive, thumbnail-based scrubbing interfaces [26]. Similarly, deployed streaming
systems commonly provide dedicated preview assets such as HLS image playlists and
I-frame-only representations to support responsive visual feedback during seeking and
fast-forward or rewind operations [40, 41].

Beyond media representation itself, prior human-computer interaction (HCI) research
demonstrates that even small amounts of interaction latency can significantly degrade
perceived scrubbing responsiveness and navigation quality [42]. Recent studies further
indicate that disruptive seek events and playback interruptions can negatively affect user
engagement compared to smoother catch-up and continuity-preserving mechanisms [43, 44].

Together, these findings highlight that interactive live-stream navigation depends not
only on transport latency but also on how replay representations, buffering strategies, and
preview mechanisms support responsive browser-side interaction behavior during seeking
and time-shifted playback.

3.6 Research Gaps and Motivation
Despite significant progress in low-latency streaming and interactive video systems, several
gaps remain in both system design and empirical evaluation.

First, integrating the DVR functionality required to support the workflows introduced
in Section 1 into scalable low-latency streaming systems remains an open challenge. While
HAS protocols such as HLS and DASH provide explicit DVR models through segment
retention and playlist signaling [4, 22], they inherently rely on segment-based delivery
and associated control mechanisms. In contrast, WebRTC is optimized for low-latency
interactive communication but does not define standardized abstractions for time-shifted
playback or DVR functionality [45]. Emerging QUIC-based transports, such as those
exposed through WebTransport, enable flexible low-latency delivery but currently lack
well-established patterns for integrating time-shift semantics and DVR-like interaction
models [46, 47]. Initial protocol-layer comparisons between QUIC-based alternatives and
WebRTC indicate latency advantages for QUIC under specific network conditions [11].
However, Mej’ias et al. [11] examined only remote rendering services in native application
environments and did not address browser-based playback or client-side resource usage.
This creates a gap between real-time transport capabilities as captured by benchmarks
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and the higher-level playback semantics and application-level performance that are more
relevant to browser DVR implementations. While QUIC-based approaches such as MoQ
represent promising directions for future browser-based low-latency streaming systems,
they were outside the scope of this thesis, which focused on architectures that could be
implemented and evaluated under comparable conditions.

While prior work has investigated scrubbing performance and interaction behavior
during seeking [42, 43] albeit with more specific solutions rather than qualitative bench-
marks, relatively few studies examine the broader set of DVR interactions considered
in this thesis, including scrubbing, frame-stepping, and tag-based replay recall. These
interaction patterns introduce unique challenges under low-latency constraints, where
buffering strategies, frame availability, and synchronization directly impact responsiveness
and perceived quality.

Third, there is limited empirical work on browser-native DVR implementations using
modern low-level media APIs. Recent web standards, such as WebCodecs and MSE
APIs, provide the necessary primitives for implementing custom buffering, decoding,
and playback pipelines [48, 49]. However, systematic empirical evaluation of browser-
native DVR architectures built on these APIs remains limited, particularly regarding
CPU usage, memory footprint, buffering policies, and interaction latency across different
playback scenarios. As a result, much of the available guidance remains fragmented across
specifications and engineering-oriented documentation rather than systematic experimental
evaluation [3].

This thesis addresses these gaps by evaluating client-side performance and interaction
behavior across multiple browser-oriented low-latency streaming architectures, with a
particular focus on WebRTC-based replay pipelines and LL-HLS. The study investigates
interactive DVR scenarios and analyzes how buffering strategies, replay representations,
and decoding pipelines influence latency, responsiveness, replay precision, and resource
usage during time-shifted playback.
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4 Research Method

This section describes the research method used throughout the study to investigate
low-latency live streaming with DVR functionality. It first presents the overall research
approach, followed by the experimental design, implemented prototypes, experimental
setup, benchmark methodology, and finally the reproducibility and ethical considerations
associated with the study.

4.1 Research Approach
This thesis adopts a Design Science Research (DSR) approach, supported by controlled,
repeatable browser-based experiments. The DSR approach within the Design and Create
research methodology was chosen as the most suitable framework because the research
problem directly concerns the design and evaluation of technical artifacts to address
a practical system challenge [50]. In this thesis, the main artifacts are the evaluated
prototypes, which include the client-side DVR and replay mechanisms, and the automated
benchmark, which was used to evaluate them.

The practical system challenge is how different media delivery and replay architectures
affect low-latency live playback with interactive DVR functionality in the browser. To make
these differences observable, multiple prototypes are designed and implemented with dis-
tinct client-side media pipelines, including an LL-HLS baseline and several WebRTC-based
variants that differ in media delivery and replay construction, using either MediaStream-
Track or DataChannel delivery together with MediaRecorder or WebCodecs for DVR buffer
creation.

The purpose of these prototypes is to examine how the delivery and replay architectures
summarized in Table 1 affect the browser’s ability to buffer, address, decode, and replay
recently received media. The evaluated designs differ in how media becomes available to
the client: as HLS segments and partial segments, as MediaStreamTrack-delivered media,
as MediaRecorder-generated blobs, or as application-managed encoded chunks suitable for
WebCodecs decoding. These representations determine how easily the client can construct
a DVR buffer, seek within it, step frame-by-frame, or return to previously tagged events.

The prototypes are evaluated under equivalent playback conditions using an automated
Node.js and Puppeteer measurement harness. This measurement harness is a scripted
benchmarking tool that automatically creates and controls headless Chrome browsers,
performs predetermined interactions, and collects measurements. To ensure comparability,
the methodology maintains consistent input media, playback duration, browser environment,
workloads, and measurement procedures across all evaluated systems. The benchmarks
capture both steady-state playback behavior and interactive DVR operations representative
of live video consumption, including scrubbing, frame stepping, and tag-based replay recall.
Automation ensures that identical interaction sequences are executed across all prototypes,
enabling controlled and repeatable comparisons.

A central objective of the evaluation is to isolate browser-side playback and interaction
behavior from external variability such as uncontrolled network conditions or server-side
resource contention. For this reason, the interactive DVR benchmarks operate on media
that has already been received and buffered locally during ongoing playback. This reflects
the intended use case: while the user interacts with previously buffered content, the client
continues receiving and buffering the live stream. As a result, the viewer can return to
the current live position at any time. Consequently, the evaluation focuses on how media
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representation, buffering strategy, decoding path, and playback surface affect latency,
client-side resource usage, and the precision of DVR interactions.

E2E latency is evaluated separately as a system-level metric because it depends directly
on how quickly live media reaches the client through each architecture. The latency
phase therefore characterizes live delivery behavior under controlled conditions, while the
interaction benchmarks focus specifically on browser-side DVR and replay behavior after
media has already entered the local playback pipeline.

Overall, the methodology treats the browser as the primary system under study. Trans-
port and delivery mechanisms are included because they determine the media representation
exposed to the browser, but the main evaluation concerns how those representations in-
fluence DVR construction, interaction responsiveness, resource usage, and precise replay
behavior.

4.2 Experimental Design
The experimental design consists of controlled benchmark-based experiments that compare
the evaluated architectures under equivalent conditions. The primary independent variable
is the browser-side streaming and DVR architecture represented by each prototype. Video
resolution and interaction workload vary across benchmark configurations, while parameters
such as benchmark duration, DVR window size, test environment, source content, and
measurement logic are kept consistent within each comparison set. This design supports
reproducible measurements and allows observed differences to be interpreted primarily in
terms of architectural behavior. All four evaluated prototypes are shown in Table 2.

Table 2: Evaluated prototypes
Prototype

Low-Latency HTTP Live Streaming (LL-HLS)
WebRTC MediaStreamTrack + MediaRecorder
WebRTC MediaStreamTrack + WebCodecs
WebRTC DataChannel + WebCodecs

Each prototype was evaluated using a consistent set of benchmark phases designed to
capture both steady-state playback characteristics and interactive DVR behavior.

• latency phase measuring E2E live-playback latency

• baseline phase measuring CPU and memory usage during uninterrupted live playback

• scrubbing phase evaluating continuous timeline navigation responsiveness

• frame-stepping phase assessing frame-level replay behavior

• tag-jump phase measuring recall accuracy of previously marked playback moments

The benchmark phases are derived from the DVR interaction modes introduced in
Section 2.4.1.

4.3 Prototype Implementation
The evaluated prototypes represent different browser-side media processing and replay
models rather than only different transport protocols. LL-HLS is included as a widely
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adopted segmented HTTP baseline, while the remaining prototypes explore alternative
approaches to constructing a client-side DVR buffer using different browser APIs and replay
representations. Figure 8 visualizes the four architectures as high-level media pipelines
with an emphasis on browser-side DVR behavior. In particular, the figure highlights how
replay data is constructed within the browser and which replayable media units (introduced
in Section 2.5) are stored and used during DVR interactions.

These prototypes were selected early in the study to expose different architectural
trade-offs and different placements of responsibilities within the media streaming pipeline.
The goal was not to evaluate every possible combination of transport mechanism, browser
API, and media representation, but rather to construct a representative set of architectures
that would allow meaningful comparison of transport choices, encoder placement, and
client-side replay responsibilities. Proper analysis of these trade-offs can only be performed
once the complete prototypes are implemented and evaluated under the same benchmark
conditions.

Certain alternatives were briefly explored during the exploratory phase, most notably
QUIC-based transport architectures. However, evaluating all possible combinations in-
volving different transports, media representations, buffering strategies, and browser APIs
was outside the scope of this thesis. Furthermore, understanding alternatives requires,
even if limited, initial investigation of capabilities, browser compatibility, and browser API
integrations before any comparison or declaration of an alternative can be claimed.

Figure 8: Comparison of the evaluated architectures, with a focus on browser-side DVR
architecture

The following subsections describe the implementation of each prototype in more detail.
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4.3.1 Common WebRTC Stack

All WebRTC prototypes were built on a shared transport and signaling stack. On the
server side, WebRTC functionality was implemented in Python using aiortc, with aiohttp
used for the web server and python-socketio used for signaling. On the client side, playback
applications established browser RTCPeerConnection instances, generated SDP offers,
exchanged ICE candidates via Socket.IO, and received either media tracks or encoded data
depending on the prototype.

For the MediaStreamTrack-based variants, the server used MediaRelay from
aiortc.contrib.media to allow multiple peer connections to subscribe to the same live
input stream. This ensured a consistent source across clients while preserving WebRTC’s
per-client delivery characteristics.

4.3.2 WebRTC MediaStreamTrack + MediaRecorder

In the MediaStreamTrack + MediaRecorder prototype, live video was received as a
standard remote WebRTC media track, but DVR replay was constructed using browser
recording and buffered playback facilities rather than WebCodecs. The incoming stream
was recorded using the MediaRecorder API, and the resulting blobs were appended to a
rolling MediaSource SourceBuffer buffer.

In this design, the DVR representation is generated by the browser’s recording and
media buffering pipeline rather than being received as explicit frame-level encoded chunks.
Consequently, replay behavior depends on browser-generated recording segments and media-
element seeking characteristics, which influence temporal accuracy and random-access
behavior.

4.3.3 WebRTC MediaStreamTrack + WebCodecs

In the MediaStreamTrack + WebCodecs prototype, live media was received as a stan-
dard remote WebRTC media track. However, DVR replay was not performed directly
from this track. Instead, the browser reconstructed its own replay representation using
MediaStreamTrackProcessor together with the WebCodecs VideoEncoder and VideoDecoder
interfaces.

Frames from the live track were processed in the browser and re-encoded into H.264
encoded chunks, again with each chunk corresponding to a single encoded video frame.
These chunks were stored in an in-memory DVR buffer and subsequently decoded for replay.
Replayed frames were rendered into a hidden canvas, and the resulting captureStream()
output was used as the playback surface for DVR interaction. This architecture introduces
an additional client-side transformation layer between live reception and replay, which is
relevant when interpreting replay precision, latency behavior, and frame-level interaction
characteristics.

4.3.4 WebRTC DataChannel + WebCodecs

In the DataChannel + WebCodecs prototype, encoded video data was delivered to the
browser over a WebRTC data channel. The server encoded incoming frames into H.264
encoded chunks, with each chunk corresponding to a single encoded video frame, and
transmitted them together with codec configuration metadata describing the stream format.
On the client side, these chunks were inserted directly into an in-memory DVR buffer and
decoded using the WebCodecs VideoDecoder interface.
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This design is notable in that the DVR buffer is constructed directly from the received
encoded representation rather than being reconstructed from decoded media. As a result,
replay remains closely aligned with the server-produced encoded chunk stream, avoiding
the additional client-side re-encoding stage used by the MediaStreamTrack + WebCodecs
variant.

4.3.5 LL-HLS

The LL-HLS prototype was implemented using aiohttp, FFmpeg, and a vendored copy of
the biim LL-HLS origin library. Biim is an open-source, lightweight implementation of
LL-HLS written in Python [51]. On the server side, FFmpeg captured and encoded the
live source, producing an MPEG-TS stream. The server parsed this stream and passed
the encoded H.264/AAC payloads to the biim handler, which generated LL-HLS playlists,
initialization data, media segments, and partial segments exposed over HTTP.

DVR functionality was derived from the retained LL-HLS playback window and the
media-element seekable range. Replay interactions were therefore expressed as media-
element seeks over the buffered HLS timeline, while partial segments primarily served to
reduce live-edge latency.

An exploratory LL-HLS parameter sweep was conducted early in the project to identify
configurations that minimized live playback latency while preserving stable playback
behavior. The sweep evaluated server-side parameters such as target segment duration
and partial-segment duration, as well as client-side hls.js live-edge synchronization settings,
including the liveSync parameter. These settings determine how closely the client attempts
to follow the live edge while maintaining playback stability.

Based on this exploration, a stable low-latency configuration was selected and used
consistently throughout the experiments. The selected parameter values are summarized
in Section 4.4.

Unlike the WebRTC + WebCodecs prototypes, the LL-HLS client does not expose an
application-managed encoded replay buffer. Replay behavior instead remains tied to the
HLS/media-element pipeline, making scrubbing, frame stepping, and replay responsiveness
dependent on playlist structure, segment and partial-segment timing, buffering state, and
browser media-element seeking behavior.

4.4 Prototype Configuration Parameters
Table 3 summarizes the prototype-specific encoding, buffering, and packaging parameters
used throughout the experiments. The configurations were selected to keep the evaluated
architectures as comparable as possible where direct control was available, while still
preserving the native behavior of browser-managed pipelines such as the MediaRecorder
API and LL-HLS playback through hls.js.

Prototype-specific parameters included stream structure, packaging settings, and client-
side replay configuration. FPS (Frames per second) denotes the target video frame rate,
while GOP (Group of Pictures) refers to the distance between successive keyframes in the
encoded stream. The table separates server-side stream settings from client-side DVR
representation and client-side DVR settings, highlighting that some prototypes receive
frame-level encoded chunks directly, while others construct a replayable representation
inside the browser through WebCodecs, the MediaRecorder API, or the HLS/media-element
pipeline.
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Table 3: Prototype-specific encoding, buffering, and packaging parameters.
Prototype Server-side stream

settings
Client-side DVR
media
representation

Client-side
DVR settings

LL-HLS FFmpeg/x264
H.264/AVC,
30 FPS, GOP 30;
target segment 1 s;
partial segment 0.1 s

Retained LL-HLS
playback window and
buffered media ranges

hls.js;
liveSync=2 s;
no client-side
encoding or
GOP control

WebRTC
MediaStreamTrack +
MediaRecorder

WebRTC H.264/AVC
media track,
30 FPS, GOP 30

H.264/MP4 recording
blobs

MediaRecorder;
timeslice 125 ms;
browser-
controlled
keyframe
placement

WebRTC
MediaStreamTrack +
WebCodecs

WebRTC H.264/AVC
media track,
30 FPS, GOP 30

Frames re-encoded
client-side as
H.264/AVC frame
chunks

VideoEncoder
+
VideoDecoder;
30 FPS;
keyframe
interval 30
frames

WebRTC
DataChannel +
WebCodecs

H.264/AVC encoded
frame chunks,
30 FPS, GOP 30

H.264/AVC encoded
frame chunks

VideoDecoder;
no client-side
encoding

4.5 Experimental Setup – Server

4.5.1 Testbed and Hardware

The experiments were conducted in a controlled local testbed. The USB camera was
connected directly to the streaming server machine, so frame ingestion occurred locally on
the same system that encoded and served the stream. This avoided the need for a separate
camera-to-server ingest network or forwarding pipeline, thereby removing additional ingest
latency, packet loss, and synchronization complexity before the stream entered the evaluated
architecture.

The server machine handled camera capture, frame processing, encoding, stream
packaging, delivery, and hosting of the web server used by the browser clients. Client-side
playback and benchmark automation were executed on a separate machine connected over
the same local Wi-Fi network.

The use of a local Wi-Fi connection was intended to provide a more realistic client-access
scenario than loopback-only execution, while still maintaining a controlled environment
suitable for reproducible measurements. Since all prototypes were evaluated under identical
network conditions, the setup supports comparative architectural analysis. However, the
experiments were not intended to model wide-area network variability, CDN behavior, or
large-scale deployment conditions. The hardware and software environment used for the
experiments is shown in Table 4.
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Table 4: Hardware and software environment used in the experiments.
Component Specification

Server machine Apple MacBook with Apple M2 Pro and 8 GB RAM
Client machine Apple MacBook with Apple M1 Pro and 32 GB RAM
Camera Voxicon Full HD 1080p USB webcam, 1080p at 30 FPS
Browser automation puppeteer-core 24.35.0
Browser Google Chrome 147.0.7727.138
Network Local Wi-Fi connection between server and client

4.5.2 Capture Settings

Multiple resolutions were evaluated: 1280×720 pixels (high-definition, HD), 1920×1080
pixels (full high-definition, Full HD), 2560×1440 pixels (2K), and 3840×2160 pixels (4K).
The USB webcam supported capture up to 1920×1080, so higher resolutions were produced
by capturing at 1920×1080 and upscaling the frames server-side before transmission. This
allowed the experiments to stress higher-resolution browser playback and DVR pipelines
without changing the capture device. However, these upscaled conditions should not be
interpreted as equivalent to native 2K or 4K capture, since the source detail and sensor
characteristics remained those of the original Full HD 1080p input.

Video was encoded using H.264/AVC across all evaluated prototypes. Bitrate targets
were selected as a function of output resolution rather than using a fixed bitrate across all
resolutions, ensuring that higher-resolution streams received larger compression budgets
while maintaining a fixed frame rate of 30 FPS. The selected bitrate targets were chosen as
practical engineering defaults informed by commonly used H.264 streaming bitrate ranges
for the evaluated resolutions [52, 53], and are shown per prototype in Table 5.

Table 5: Configured H.264 bitrate targets used for each benchmark resolution.
Name Resolution Target bitrate

HD 1280×720 4 Mbps
Full HD 1920×1080 8 Mbps
2K 2560×1440 14 Mbps
4K 3840×2160 22 Mbps

These values define encoder rate-control targets rather than guaranteed measured
output bitrates; the actual produced bitrate may vary with the encoder implementation,
scene complexity, and browser rate-control behavior.

4.5.3 Server-Side Frame Marker

For benchmarks requiring frame-level ground truth, outgoing frames were augmented with
a compact machine-readable marker rendered directly into the video. This marker was
implemented as a small black-and-white bit pattern and encoded per-frame metadata,
including a monotonically increasing frame identifier, the distance from the most recent
keyframe, and a flag indicating whether the frame is a keyframe or an inter-frame. The
marker therefore served as a source of ground truth for reconstructing frame order and
GOP-relative frame position at the client.
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Figure 9 illustrates the logical structure of the marker. The first rows are reserved for
marker detection and alignment, while the remaining fields encode frame-level metadata,
including the frame identifier, a truncated server timestamp, keyframe distance, frame-type
information, and a parity bit for simple validation. Figure 10 shows how the marker
appears when rendered into the top-left corner of the live video stream during playback.

Figure 9: Logical layout of the server-side frame marker.

Figure 10: Server-side frame marker rendered into the live video stream.

The marker was used primarily to validate DVR interaction behavior. In particular,
it provided frame-level ground truth for the client-side benchmark harness: the harness
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could identify keyframes, select targets at known offsets from keyframes, verify whether
DVR entry returned to the expected benchmark anchor frame, and determine whether
frame-stepping or tag-jump operations landed on the intended frame. These marker-derived
frame identifiers were used in the frame-target and tag-jump benchmarks to compute exact
landing rates, frame-error metrics, anchor restoration error, and per-step advancement.

Because the marker was generated within the server-side video pipeline, the same
frame-identification mechanism was preserved across all evaluated prototypes, independent
of transport protocol or client-side playback architecture.

4.6 Experimental Setup - Client

4.6.1 Media Sources

Different media sources were used depending on the benchmark objective.
For the latency phase, a dynamically generated QR code containing the current Unix

timestamp in microseconds was used as the visual source. The QR code was rendered on
the server machine and captured optically by the USB camera as part of the live video
scene. For readability, the server page also displayed the corresponding UTC time in plain
text, although the client-side latency measurement was computed exclusively from the
decoded QR timestamp. Figure 11 shows the visual timing source used during the latency
benchmark.

Figure 11: QR-based visual timing source used for latency measurements.

For the remaining benchmark phases (baseline, scrubbing, frame-stepping, and tag-
jump), prerecorded football footage was used as the visual source.

4.6.2 Measurement Methods

The performance evaluation is based on quantitative metrics collected during automated
browser-based benchmark execution. The methodology focuses on three primary dimensions:
E2E latency, resource utilization, and DVR interaction responsiveness.

E2E latency captures the delay between media generation at the source and presentation
in the browser. It was estimated using visual timing markers embedded into the video
stream and decoded on the client during playback.

CPU utilization and resident set size (RSS) were collected through a lightweight local
HTTP metrics service running on the client machine. The service periodically sampled
operating-system process statistics for the browser process and exposed them through a
local endpoint accessible to the benchmark page. This approach was necessary because
browser JavaScript does not provide reliable direct access to process-level CPU utilization
or RSS information. In contrast, DVR buffer metrics and browser-level playback telemetry
were collected directly from the client-side benchmark application.
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Interaction responsiveness characterizes how efficiently and accurately the system
responds to navigation within the DVR window. This includes temporal responsiveness,
such as how quickly rendered playback follows scrubbing input, and positional accuracy,
such as whether frame-stepping and tag-jump operations return to the expected source
frame.

4.6.3 Benchmark Methodology

Measurements were collected using an automated Node.js + Puppeteer benchmark har-
ness. The harness drove browser interaction, sampled playback telemetry over time,
recorded process-level resource metrics, and stored detailed trial results for replay-oriented
benchmarks.

Each prototype-resolution configuration was evaluated over five repeated runs. The
latency phase sampled rendered playback for 15 s per run at 200 ms intervals. The baseline
phase measured uninterrupted playback for 120 s per run, with telemetry sampled every
500 ms.

The DVR buffer size was fixed at 120 s across all evaluated prototypes. This duration
was sufficient to support the evaluated interaction scenarios, including scrubbing, frame
stepping, and tag-based replay recall, while keeping memory requirements and benchmark
execution times manageable. It also matched the longest benchmark phase used in the
evaluation.

The scrubbing phase evaluated three input profiles at 5 Hz, 15 Hz, and 30 Hz, each run
for 12 s and sampled every 200 ms. Across five runs, this corresponds to 60 s of scrubbing
per profile. Different scrubbing speeds were investigated; however, the most noticeable
results were identified at these intervals.

The frame-stepping and tag-jump benchmarks each used eight repetitions per evaluated
condition in every run, with telemetry sampled every 50 ms during interaction. Across five
runs, this corresponds to 40 repetitions per condition. For frame stepping, both forward
and backward directions were evaluated.

All runs were executed using a single automated benchmark runner implemented with
Puppeteer. For each run, the runner launched a Google Chrome browser and opened a
local web page exposing the prototype under test. The page rendered the live stream
together with continuously updated playback telemetry and benchmark metadata.

Latency Phase. The latency phase measured E2E latency during continuous live play-
back over a fixed 15-second interval. Latency was estimated using a QR-based visual
time-stamping method. A server-hosted HTML page continuously rendered a QR code
displaying the current Unix timestamp, updated every 200 ms. This QR code was displayed
on a physical screen and recorded directly by the webcam used as the live video source.
As a result, each captured frame contained a timestamp indicating when the QR code was
visible on the source display.

At the client side, the rendered video was continuously sampled, and the QR code was
decoded from the displayed frames. E2E latency was then computed as

Le2e = tclient − tqr (1)

where tqr is the Unix timestamp encoded in the QR code captured by the camera,
and tclient is the client-side time at which that QR code was decoded from the rendered
playback. The reported latency for each run is the mean latency observed during the
15-second measurement window.
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This phase, therefore, captures the delay between source-side visual presentation and
client-side playback, including capture, encoding, transport, buffering, decoding, and
rendering delays across the full media streaming pipeline.

Baseline Phase. The baseline phase evaluated the passive cost of sustaining continuous
live playback and DVR accumulation in the absence of user interaction. During this phase,
the benchmark recorded system and playback telemetry, including process CPU utilization,
RSS memory usage, and DVR buffer growth.

In addition to absolute resource usage, normalized memory metrics were derived from
baseline measurements to account for differences in the retained DVR window duration.
In particular, RSS growth per buffered second was defined as

GRSS/buf = RSSend − RSSstart
TDVR,end − TDVR,start

(2)

where RSSstart and RSSend denote browser-process resident memory in MB at the
beginning and end of the baseline interval, respectively. TDVR,start and TDVR,end denote the
retained DVR-window duration in seconds at the beginning and end of the same interval.
The resulting value GRSS/buf is expressed in MB per buffered second.

Similarly, explicit DVR buffer growth per buffered second was defined as

GDVR/buf = BDVR,end − BDVR,start
TDVR,end − TDVR,start

(3)

where BDVR,start and BDVR,end denote the measured DVR buffer size in MB at the
beginning and end of the baseline interval, respectively. TDVR,start and TDVR,end denote
the retained DVR-window duration in seconds over the same interval. The resulting value
GDVR/buf is expressed in MB per buffered second.

Scrubbing Phase. The scrubbing phase evaluated system responsiveness under continu-
ous DVR navigation pressure. Scripted scrubbing workloads were applied at input rates of
5 Hz, 15 Hz, and 30 Hz, representing progressively more demanding interaction conditions.

The keep-up ratio was defined as

Rkeepup = Nfulfilled
Ninputs

(4)

where Ninputs is the total number of scrub input events and Nfulfilled is the number of
scrub inputs that resulted in corresponding rendered playback updates.

Render frame rate was monitored during scrubbing to characterize visual smoothness
and update stability under interaction load.

CPU utilization during scrubbing was recorded and compared to the baseline phase.
The CPU delta was defined as

∆CPU = CPUscrub − CPUbaseline (5)

where CPUscrub and CPUbaseline denote average process CPU utilization during the
scrub workload and preceding baseline interval, respectively. The difference is reported in
percentage points.
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Frame-Stepping Phase. Frame identifiers used for the frame-stepping and tag-jump
phases were obtained from the server-side frame marker embedded in the video stream
(Section 4.5.3).

The frame-stepping phase evaluated precise replay navigation by individual frame steps.
Each trial restored playback to a previously saved anchor position in the DVR buffer, then
advanced or rewound via repeated frame-step operations. Both forward and backward
stepping were evaluated.

For each frame-step operation, the observed frame delta was compared with the
requested direction. A forward step was considered exact if the rendered frame advanced
by one source frame, while a backward step was considered exact if the rendered frame
moved back by one source frame.

The exact step rate was defined as

Rstep = Nexact
Nsteps

(6)

where Nsteps is the number of issued frame-step operations and Nexact is the number of
operations that produced the expected one-frame movement.

Step latency was measured as the elapsed time from the serving of a frame-step operation
to the rendering of the corresponding frame update. This metric was summarized as the
95th-percentile latency, separately for forward and backward stepping.

Tag-Jump Phase. The tag-jump phase evaluated how accurately a previously saved
playback moment could be recalled from the DVR buffer. This benchmark reflects a
time-oriented replay operation in which the user attempts to return to a previously marked
event within the retained DVR window.

The absolute landing-frame error was defined as

Etag
abs = |flanded − ftag| (7)

where ftag is the saved tag frame identifier and flanded is the recalled frame identifier.
This metric was summarized using the median across trials.

Exact recall was recorded as a binary outcome indicating whether playback returned
to the exact tagged frame.

Aggregation. Metrics are aggregated according to their role in the benchmark. Time-
series telemetry sampled repeatedly within a run is summarized using averages and
percentile-based statistics, including session-local 95th percentiles where relevant. Interac-
tion outcome metrics, such as exact recalls and exact frame steps, are reported at the trial
level and may also be summarized as counts or proportions across repeated trials. This
combination of distributional summaries and discrete outcome frequencies captures both
central tendency and adverse-case behavior.

4.7 Validity and Ethical Considerations
This study was designed as a controlled evaluation of browser-based streaming architec-
tures with interactive DVR functionality. Several aspects related to validity, reliability,
reproducibility, and ethics should therefore be considered when interpreting the findings.
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4.7.1 Construct Validity

The primary concepts investigated in this thesis are E2E latency, client-side resource
usage, and DVR interaction behavior. These concepts are operationalized through concrete
metrics, including latency measurements, CPU and memory usage, scrubbing performance,
frame-stepping precision, and tag-based replay recall.

A limitation of these measures is that they capture technical responsiveness rather
than subjective user experience. The reported results should therefore be interpreted as
system-level indicators of DVR performance rather than direct measurements of perceived
quality.

4.7.2 Internal Validity

The experiments were designed to isolate architectural and browser-side effects by keeping
the input media, playback duration, browser environment, workloads, and measurement
procedures consistent across prototypes. The use of Puppeteer automation further improves
internal validity by executing identical interaction sequences across all evaluated systems.

Network variability and deployment-specific conditions were intentionally limited to
facilitate controlled comparisons between architectures. However, implementation-specific
details, browser scheduling, hardware acceleration, garbage collection, and encoder behavior
may still influence the observed results.

4.7.3 External Validity

The findings are most applicable to browser-based live-streaming systems with client-side
DVR functionality evaluated under controlled conditions. Generalization to other browsers,
devices, networks, codecs, production systems, CDN deployments, and real-world user
behavior should therefore be made with caution.

The complete DVR benchmarks were primarily conducted in Google Chrome, and the
evaluation relied on a local Wi-Fi setup, prototype implementations, fixed football footage,
and upscaled 2K and 4K resolutions. Consequently, the results should be interpreted as
controlled architectural comparisons rather than universal performance claims.

4.7.4 Reliability and Reproducibility

Reliability is supported through the deterministic benchmark design, fixed workload
definitions, repeated automated interactions, and consistent measurement procedures. The
use of Puppeteer reduces manual variation and improves repeatability across benchmark
executions.

The evaluated architectures, benchmark logic, workload definitions, and metric for-
mulations are described in sufficient detail to support methodological reproduction and
independent re-implementation. However, exact replication is limited because the prototype
implementations and benchmark infrastructure are not publicly available. Furthermore,
absolute performance values may vary depending on hardware, browser versions, operating
systems, and system load.

4.7.5 Ethical Considerations

This work uses prerecorded publicly available football footage exclusively as visual source
material for controlled technical evaluation. The footage is used solely to assess streaming-
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related properties such as latency, resource usage, buffering behavior, and responsiveness
to interactions.

No personal or sensitive data is collected, stored, or analyzed as part of the study.
The experiments do not involve human participants, user profiling, customer data, or live
production systems. The evaluation focuses entirely on system-level and browser-level
performance metrics generated during automated benchmark execution.

AI-assisted tools were used during parts of the development and writing process.
However, the authors remained responsible for all methodological decisions, analysis,
interpretation of results, and the conclusions presented in this thesis.
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5 Results

This section presents the experimental results obtained from the comparative evaluation
of the streaming architectures described in Section 4.2. Results were collected for four
resolution settings: HD, Full HD, 2K, and 4K. Because the lower-resolution runs exhibited
similar trends, the main text focuses on Full HD and 4K, where differences between
architectures were more pronounced. Full HD therefore serves as a representative baseline,
while 4K highlights the performance limits of each approach. The HD and 2K results are
included in Appendix A.

5.1 Benchmark Results
For each benchmark phase, both aggregated summary metrics and detailed behavioral trends
were collected. Summary matrices provide a compact comparison across architectures,
while phase-specific plots illustrate temporal dynamics and interaction behavior observed
during benchmark execution. Detailed plots for the remaining resolutions are included in
the appendix.

The matrices in Figures 12 and 13 summarize the benchmark results across all evaluated
architectures. Each row corresponds to a prototype, while the columns group the primary
metrics extracted across the different benchmark phases. Performance is coded using a
color scale, with better values represented by darker shades of green. Since the notion of
“better” depends on the metric (e.g., lower is better for latency and error, while higher
is better for exact landing or recall rates), the color scale is applied accordingly for each
column. In addition, the best-performing value in each column is explicitly highlighted
with a black border to indicate the top result.

Figure 12: Summary matrix of benchmark results for the 1920×1080 (Full HD) configura-
tion.
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Figure 13: Summary matrix of benchmark results for the 3840×2160 (4K) configuration.

The matrices provide a high-level overview across benchmark phases. Each column
reports one representative metric from a phase, rather than the full set of measurements
collected for that phase. The latency column reports QR-based E2E latency. The baseline
columns summarize passive playback cost using CPU utilization and RSS growth per
second of buffered video. The scrubber columns focus on the fast 30 Hz workload, reporting
both the keep-up ratio and the rendered frame rate. The frame-stepping columns report
exact step rate and 95th percentile step latency, while the tag-jump columns report exact
recall rate and median absolute landing-frame error.

Several broad trends are visible in the matrices. LL-HLS consistently shows higher E2E
latency than the WebRTC-based prototypes, and its interaction behavior degrades more
noticeably at 4K, particularly in scrubbing responsiveness and frame-step latency. The
WebRTC DataChannel + WebCodecs prototype performs strongly across most interaction-
oriented metrics, especially scrubbing keep-up ratio, rendered frame rate, exact frame
stepping, and tag-jump recall. The MediaStreamTrack + WebCodecs design generally
occupies an intermediate position, improving over the MediaRecorder-based approach
in frame-level interaction while not matching the consistency of the DataChannel-based
design across all evaluated behaviors. The MediaRecorder-based prototype exhibits weaker
interaction behavior, particularly in scrubbing and tag-jump recall, although its explicit
DVR buffer growth remains low.

These matrices are intended as a compact comparison across architectures and reso-
lutions, not as a substitute for phase-specific analysis. Several cross-cutting patterns are
evident, but they should be interpreted cautiously because each column captures only one
aspect of a broader benchmark phase. For example, low CPU usage during scrubbing does
not necessarily indicate good interaction quality if the prototype fails to produce enough
rendered updates or lands imprecisely.

To avoid over-interpreting the aggregated view, the following sections examine the
benchmark phases in greater detail using phase-specific plots. Since the behavioral trends
observed in the Full HD and 4K plots were generally consistent, the detailed presentation
focuses primarily on the 4K results, where the differences between architectures were most
pronounced. The corresponding Full HD, HD, and 2K plots are included in Appendix A.
E2E latency is included in the summary matrices and is discussed in more detail in the
subsequent analysis.
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5.2 Idle-State Resource Usage
This subsection presents the baseline phase results, which measure passive client resource
usage during uninterrupted live playback and DVR accumulation. Figure 14 compares the
corresponding 4K results.

Figure 14: Baseline-phase resource usage during uninterrupted 4K playback.

The figure compares baseline CPU utilization, process RSS at the first baseline sample,
RSS growth per buffered second, and explicit DVR buffer growth per buffered second
across the evaluated streaming architectures. Together, these metrics capture both the
cost of sustaining live playback and the rate at which memory accumulates as the DVR
buffer grows. While the explicit buffer metric reflects the replay data structures tracked by
each prototype, RSS growth captures the total browser-process memory overhead required
to sustain playback and construct the DVR.

5.3 Scrubbing Performance
This subsection presents the scrubbing phase results, which apply repeated DVR navigation
inputs at 5 Hz, 15 Hz, and 30 Hz. Figure 15 summarizes the corresponding 4K results.

Figure 15: Scrubbing-phase performance under 4K playback conditions.

The figure shows how interaction behavior changes as the scrub input rate increases.
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It reports responsiveness via the keep-up ratio and tracking error, rendering behavior via
render frame rate, and resource cost via absolute CPU usage, along with the CPU increase
relative to the baseline phase. Together, these metrics capture whether each architecture
can sustain frequent DVR navigation while continuing to produce timely visual updates.

5.4 Frame-Stepping Precision and Latency
This subsection presents the frame-stepping phase results, which evaluate precise frame-
level navigation from saved DVR anchor positions. Figure 16 presents the corresponding
4K results.

Figure 16: Frame-stepping precision and latency under 4K playback conditions.

The figure reports exact forward and backward step rates, along with 95th percentile
step latency, for forward and backward frame navigation. Exact step rate captures how
reliably each prototype advances or rewinds by exactly one frame, while 95th percentile
step latency reflects the responsiveness of these operations under repeated interaction.
Together, these metrics characterize both the precision and responsiveness of frame-level
DVR navigation.

5.5 Tag-Jump Recall Performance
This subsection presents the tag-jump phase results, which evaluate how accurately previ-
ously saved playback moments can be recalled from the DVR buffer. Figure 17 shows the
corresponding 4K results.
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Figure 17: Tag-jump recall performance under 4K playback conditions.

The figure compares the exact recall rate and the median absolute landing-frame error
when jumping to previously marked playback positions. The exact recall rate measures
the fraction of jumps that return to the exact tagged frame, while the median absolute
landing-frame error reflects the typical absolute frame offset between the tagged frame
and the frame reached after the jump. Together, these metrics describe both strict recall
correctness and the magnitude of residual landing error.
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6 Analysis

The benchmark result matrices summarize performance across the evaluated phases. This
section interprets these results, linking them back to the research question and sub-questions
defined in Section 1.1. Sections 6.1 & 6.2 address Sub-Question 1 through the analysis
of end-to-end latency and client-side resource usage during live playback. The three
main DVR interactive modes: scrubbing, frame-stepping, and tag-jump are analyzed
in section 6.3, and address Sub-Question 2, the responsiveness during interactive DVR
operations. Remaining Sub-Question 3 cannot be addressed in depth solely through an
analysis of the results; therefore, it is addressed in the discussion section 7. This section
separates the benchmark results into phase-specific analysis, focusing primarily on the 4K
results because the differences between architectures are most pronounced at this resolution.
Where relevant, we refer to other resolutions to assess whether the same trends hold.

6.1 Latency analysis
This subsection addresses Sub-Question 1 by analyzing the differences in E2E latency
during live playback for all of the evaluated architectures.

6.1.1 Protocol-level latency gap

Among the WebRTC prototypes, E2E latency is similar at HD, Full HD, and 2K. Across
these resolutions, WebRTC DataChannel + WebCodecs, WebRTC MST + WebCodecs,
and WebRTC MST + MediaRecorder remain within a narrow range, with differences
generally limited to a few tens of milliseconds (Figure 12, latency column). Given that the
QR timestamp source was updated at 200 ms intervals, these small differences should not
be over-interpreted and primarily indicate that the evaluated WebRTC-based approaches
operate within a similar low-latency regime under these conditions.

At 4K, however, the DataChannel-based variant diverges from the two media-stream-
based WebRTC prototypes. WebRTC MST + MediaRecorder records the lowest average
latency at 0.36 s, followed by WebRTC MST + WebCodecs at 0.38 s, while WebRTC
DataChannel + WebCodecs increases to 0.52 s (Figure 13, latency column). This indicates
that the 4K latency difference is more likely related to the transport and delivery path
than to the client-side DVR representation itself.

The following subsection examines this 4K DataChannel deviation in more detail. In
particular, the measured frame-arrival diagnostics suggest that transport-level jitter and
irregular application-level delivery contribute to the increased latency.

6.1.2 DataChannel jitter at 4K

The deviation observed in the DataChannel-based WebRTC prototype at 4K is consistent
with constraints in the DataChannel-based frame-delivery path. In this prototype, encoded
H.264 chunks are delivered over a WebRTC DataChannel configured for ordered delivery.
Since no partial-reliability options are specified, the channel uses the default reliable delivery
behavior. This differs from the WebRTC media path, which is designed specifically for
real-time RTP-based media delivery [16], whereas WebRTC DataChannels provide reliable,
ordered delivery over the Stream Control Transmission Protocol (SCTP) [54].

At 4K, encoded frames are larger, and each application-level frame or chunk may
require more transport-level work before it can be delivered to the JavaScript application.
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With reliable, ordered delivery, delayed data can delay subsequent messages on the channel.
This makes the pipeline more sensitive to transport jitter: even if the average delivery rate
remains close to the target frame rate, occasional late frames can still cause short gaps
where the decoder is left without a new frame to process.

The second plot from Figure 18 shows the measured DataChannel arrival-gap diagnostics
at 4K. The average inter-arrival time remains close to the expected interval for 30 FPS
playback (33.3 ms), but the 95th percentile arrival gap is considerably higher, reaching
85.8 ms in the latency run. These larger gaps indicate periods in which no new encoded
chunks are delivered to the client, forcing the decoder and renderer to wait.

This effect is particularly problematic for a live rendering path that preserves frame
order and does not aggressively drop late frames to catch up. A delayed arrival can shift
the render point behind the live source; if subsequent delayed arrivals occur before the
client has recovered, the delay can accumulate over time. In this case, jitter is not only
visible as short-term uneven playback but also contributes to a gradual increase in E2E
latency during the run.

Figure 18: DataChannel transport diagnostics at 4K.

In live sports viewing and replay workflows, this type of latency accumulation can
reduce the immediacy of the viewing experience and increase the likelihood that important
moments become known through external sources before they appear in the stream. It can
also negatively affect workflows in which users repeatedly rewind and then return to the
live edge during ongoing playback, since the player may progressively drift further behind
the live event over time.

These measurements do not by themselves identify the exact transport-layer cause of
each delayed arrival. However, they are consistent with the known behavior of reliable,
ordered SCTP-based DataChannels [54], where congestion control, retransmission, frag-
mentation, and ordered delivery can produce intermittent application-level delivery. Thus,
the diagnostic should be interpreted as evidence of intermittent application-level delivery,
while the transport-level mechanisms are a plausible explanation rather than directly
measured causes. This provides a plausible explanation for why the DataChannel-based
prototype loses part of its latency advantage at 4K, despite its low-latency behavior at
lower resolutions.
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6.2 Idle-state resource usage
Building upon the latency analysis in section 6.1, this subsection addresses the second
part of Sub-Question 1, by interpreting the client-side CPU and memory usage during live
playback.

6.2.1 CPU utilization

The idle-state CPU measurements show that the cost of maintaining a DVR buffer
differs across the evaluated architectures, with relatively small differences at Full HD
and substantially larger separation at 4K (Figures 12 and 13, baseline CPU column; see
also Figure 14, baseline CPU plot). As shown in Table 6, CPU usage at Full HD remains
within a relatively narrow range, from 33.8% for WebRTC DataChannel + WebCodecs to
43.4% for WebRTC MediaStreamTrack + WebCodecs. At 4K, however, the gap widens
significantly: LL-HLS reaches 64.2%, while the MediaRecorder-based prototype records the
highest value at 82.9%. At this resolution, both WebCodecs-based designs remain lower,
with DataChannel + WebCodecs at 44.3% and MediaStreamTrack + WebCodecs at 51.9%.

Table 6: Idle-state CPU usage for Full HD (1080p) and 4K resolutions. Bold values indicate
the lowest resource usage between Full HD and 4K.

Architecture Full HD CPU Usage 4K CPU Usage
LL-HLS 35.6% 64.2%
WebRTC MST + MediaRecorder 40.8% 82.9%
WebRTC MST + WebCodecs 43.4% 51.9%
WebRTC DC + WebCodecs 33.8% 44.3%

The increasing separation at higher resolutions is consistent with the underlying
processing cost of each approach. The high CPU usage of the MediaRecorder prototype
reflects its DVR-based construction strategy, in which the incoming MediaStreamTrack
is continuously encoded into short MediaRecorder blobs. As resolution increases, this
browser-managed recording and muxing path becomes substantially more expensive, even
during passive playback. The DVR buffer is therefore not merely a stored representation of
already-available encoded units, but rather the output of an additional recording pipeline
maintained by the browser.

A similar trend is visible for LL-HLS, which also exhibits relatively high CPU usage
at 4K. This suggests that the combination of segment parsing, buffering, and playback
through hls.js and MSE introduces additional overhead compared to the WebCodecs-based
designs. In contrast, the WebCodecs prototypes operate directly on encoded video chunks,
avoiding both continuous re-encoding and higher-level streaming abstractions, which results
in lower CPU cost.

Across resolutions, the WebCodecs-based prototypes exhibit more favorable scaling
behavior. The DataChannel + WebCodecs prototype has the lowest baseline CPU usage
across all tested resolutions, increasing from 30.9% at HD to 44.3% at 4K. LL-HLS, by
comparison, increases from 35.4% to 64.2%, while the MediaRecorder prototype rises from
41.2% to 82.9%. The MediaStreamTrack + WebCodecs prototype is not always cheaper
than LL-HLS at lower resolutions, but its growth is more moderate as resolution increases,
and it becomes clearly more efficient at 4K resolution.

While the results section presents representative configurations (Full HD and 4K) for
clarity, the experiments were conducted across multiple resolutions, from HD to 4K. The
scaling trends discussed here are therefore derived from the complete dataset. To make
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this behavior explicit, Figure 19 presents baseline CPU usage as a function of resolution,
showing that CPU usage increases with resolution for all prototypes, but more steeply for
LL-HLS and the MediaRecorder-based WebRTC variant.

Figure 19: Baseline CPU usage across resolutions. The DataChannel + WebCodecs
prototype remains the most CPU-efficient design across all tested resolutions, while LL-
HLS and MediaRecorder increase more sharply at 4K. Resolution-specific baseline CPU
measurements are in Appendix A.

These results suggest that DVR construction is more resource-efficient when the
client operates closer to encoded video units rather than relying on higher-level playback
or recording abstractions. The DataChannel + WebCodecs prototype represents the
lowest-cost case because encoded chunks are received directly and can be stored without
reconstructing a new recorded media stream. The MediaStreamTrack + WebCodecs
prototype still performs client-side processing, but avoids the continuous blob-oriented
recording path used by MediaRecorder. Overall, the CPU results indicate that WebCodecs-
based DVR construction is better suited for high-resolution playback in this experimental
setup.

6.2.2 Memory growth with DVR buffering

Memory behavior is more nuanced than CPU usage because process RSS captures the
full browser process footprint, not only the application-level DVR buffer that each pro-
totype explicitly maintains. For this reason, we first compare two related but distinct
measurements: the process RSS at the first baseline sample (Figure 14, second plot) and
the subsequent RSS growth per second of buffered video (third plot).

The first baseline sample shows that the MediaRecorder-based prototype begins from a
substantially higher memory footprint than the other designs (Figure 14, second plot). At
4K, WebRTC MST + MediaRecorder starts at 488.2 MB, compared with 382.2 MB for
WebRTC MST + WebCodecs, 344.2 MB for LL-HLS, and 302.8 MB for DataChannel +
WebCodecs. This higher initial footprint is consistent with the MediaRecorder design: the
browser must maintain a media recording pipeline around the incoming MediaStreamTrack,
including recorder state, muxing state, blob construction, and replay-related media objects.
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In other words, the prototype not only stores received media; it also keeps a higher-level
browser recording subsystem active.

However, the RSS growth rate tells a different story (Figure 14, third plot). During
the measured baseline interval, LL-HLS exhibits the highest process RSS growth at
4K, increasing by 3.94 MB per buffered second. DataChannel + WebCodecs follows at
3.25 MB/s, while WebRTC MST + WebCodecs grows by 1.86 MB/s and WebRTC MST
+ MediaRecorder by only 0.56 MB/s. This means that although the MediaRecorder
prototype starts with the largest memory footprint, its measured process RSS grows
slowly during DVR accumulation. Conversely, LL-HLS has a lower baseline RSS level but
accumulates process memory more quickly throughout the observed interval. Because the
replay representations are produced through different encoding paths, these RSS-growth
values show the memory behavior of the implemented prototypes rather than a controlled
comparison of how much memory each architecture would use for the same encoded bitrate.

The difference between process RSS growth and explicit DVR buffer growth is also
important (Figure 14, fourth plot). The measured DVR buffer only includes the data struc-
tures controlled by the prototype: LL-HLS segments, WebCodecs chunks, or MediaRecorder
blobs. At 4K, the explicit DVR buffer grows fastest for the WebCodecs prototypes, with
DataChannel + WebCodecs at 2.58 MB/s and WebRTC MST + WebCodecs at 2.27 MB/s.
LL-HLS grows by only 0.22 MB/s in the measured DVR buffer, and WebRTC MST + Me-
diaRecorder by 0.38 MB/s. This does not match the process RSS ordering, where LL-HLS
has the highest overall growth. Table 7 compares these three memory measurements for
the 4K idle-state benchmark.

Table 7: Idle-state memory behavior during 4K DVR buffer accumulation. Lower values
indicate lower memory overhead.

Architecture Initial RSS
(MB)

RSS Growth
(MB/s)

DVR Buffer Growth
(MB/s)

LL-HLS 344.2 3.94 0.22
WebRTC MST + MediaRecorder 488.2 0.56 0.38
WebRTC MST + WebCodecs 382.2 1.86 2.27
WebRTC DC + WebCodecs 302.8 3.25 2.58

This mismatch indicates that process memory is affected by more than the explicitly
measured DVR buffer. LL-HLS relies on hls.js, MSE, segment parsing, append buffers,
and browser-managed media state. Some of this memory lies outside the application-level
segment list, as measured directly by the benchmark. Similarly, MediaRecorder and browser
media playback APIs may maintain internal buffers or media objects that are not visible
through the prototype’s own blob accounting.

The WebCodecs prototypes expose more of the buffering path to the application, so
their measured chunk buffers more directly reflect the stored DVR media. Even there, the
process RSS can still include decoder state, JavaScript objects, and browser allocation
overhead.

Inspection of the detailed samples also shows that RSS growth is not strictly linear
over time. Some prototypes exhibit slower growth toward the end of the measurement
interval, suggesting memory reuse, garbage collection, or stabilization effects, while others
continue to increase throughout the observed window.

Therefore, the memory results should be interpreted in two layers. The explicit DVR
buffer measurement describes how much media data the prototype stores directly. The
process RSS measurement describes the total browser memory cost of sustaining that
design. From this perspective, LL-HLS shows relatively small DVR-buffer growth but high
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process-memory growth, whereas MediaRecorder shows the opposite pattern: high initial
RSS but low incremental RSS growth. The WebCodecs prototypes make the stored media
buffer more visible and controllable, but their explicit chunk buffers grow faster because
they store encoded media chunks directly at the application level.

Overall, these resource differences are particularly relevant for practical browser-based
monitoring and sports-analysis workflows, where multiple live streams may remain open
simultaneously while users continuously interact with DVR functionality. In such scenarios,
higher CPU utilization and sustained memory growth can reduce system responsiveness,
limit the number of concurrent streams that can be viewed reliably, or increase pressure on
thermally constrained and battery-powered devices. The results, therefore, suggest that
replay architectures that operate closer to encoded media representations may offer better
scalability for high-resolution interactive streaming workloads.

6.3 DVR interactions
This subsection addresses Sub-Question 2 by analyzing how each architecture performs
during scrubbing, evaluating whether each architecture supports frame-level navigation
through frame-stepping, and lastly analyzing whether each architecture can return to a
previously tagged moment exactly through tag-jumping.

6.3.1 Scrubbing performance

The scrubbing phase highlights that the organization of the client-side DVR buffer is as
important as the transport and playback pipeline itself. At 4K, the WebRTC DataChannel
+ WebCodecs prototype provides the strongest scrubbing behavior. Under the fast scrub
profile (30 Hz), it maintains a keep-up ratio close to 1.0 and reaches the highest rendered
frame rate (Figure 15). This follows from the prototype’s structure: replayable encoded
chunks are received directly and stored as the DVR representation. During scrubbing, the
client can therefore select and decode only the required chunk range without reconstructing
an intermediate replay format.

The MST + WebCodecs prototype shows why this distinction matters. Although
it also uses WebCodecs for replay, its DVR buffer is constructed on the client from a
received MediaStreamTrack. This requires additional client-side processing to reconstruct
a replayable encoded buffer from the incoming media track. As a result, it preserves a high
keep-up ratio across input rates (Figure 15), but at a much higher CPU cost and with a
substantially lower rendered frame rate than the DataChannel + WebCodecs prototype.

LL-HLS behaves differently. Its CPU usage remains relatively stable during scrubbing,
but the keep-up ratio drops sharply as the input rate increases (Figure 15). This suggests
that the HLS pipeline does not become dramatically more expensive; rather, it cannot
translate frequent scrub requests into rendered updates quickly enough. The relatively
stable CPU behavior may also partially reflect browser and operating-system hardware
acceleration on the Apple M1 Pro client machine, meaning CPU utilization alone may not
capture the full decoding workload. Frequent random access still has to pass through the
HLS/MSE/media-element pipeline, where segment organization, buffering state, and media-
element seeking behavior limit how quickly requested positions become rendered frames.
Stable CPU usage should therefore not be interpreted as good scrubbing performance if
the player fails to produce enough visual updates to keep pace with interaction.

The MST + MediaRecorder prototype performs the worst under aggressive scrubbing.
Its replay buffer consists of short muxed blobs emitted by MediaRecorder, which provides
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coarser access to the recorded timeline than an indexed encoded-chunk buffer. At higher
scrub rates, the system falls behind the input stream and eventually stops producing
meaningful visual progress, as reflected in the collapse of the keep-up ratio and the very
low rendered frame rate (Figure 15).

These results suggest that scrubbing performance improves when the DVR representa-
tion remains close to directly replayable encoded media. Directly buffered encoded chunks
provide efficient random access with comparatively low overhead, whereas reconstructed,
segment-based, and blob-based representations incur additional replay costs or reduce
responsiveness.

6.3.2 Frame-stepping performance

Frame-stepping evaluates whether the client can move by exactly one source frame in either
direction after entering the DVR buffer. Precision is determined using the server-side frame
marker described in Section 4.5.3, which allows the client to compare the rendered frame
identifier before and after each step. The benchmark also measures step latency in both
forward and backward directions to capture frame-level replay responsiveness.

The DataChannel + WebCodecs prototype achieves perfect frame-step accuracy in both
directions (Figure 16). This follows from the structure of the replay buffer: directly received
encoded chunks remain frame-addressable throughout buffering and replay. The client can
therefore step deterministically between adjacent source frames without reconstructing a
separate replay timeline.

The MST + WebCodecs prototype also uses WebCodecs for replay, but it does not
receive the DVR representation directly. Instead, the client receives a MediaStreamTrack
and constructs an encoded-chunk buffer locally. This introduces an additional replay
timeline that may not remain perfectly aligned with the original source-frame sequence.
As a result, the prototype performs reasonably well but does not reach the exactness of
the DataChannel + WebCodecs design, as reflected in the slightly lower exact step rates in
Figure 16.

LL-HLS shows a similar limitation from a different source. Frame stepping is im-
plemented in the browser media timeline using seek operations and approximate frame
positions. This makes the result dependent on media-element seeking behavior, segment
boundaries, and timestamp rounding. Consequently, a requested one-frame step does not
always correspond to a one-frame movement in the server-side ground truth marker. The
effect is especially visible in forward stepping, where exactness is lower, and the latency
distribution contains several worse samples (Figure 16).

The MST + MediaRecorder prototype performs the worst overall, especially when
stepping backward. Its DVR buffer consists of short muxed blobs emitted by MediaRecorder,
and those blob boundaries are not frame-addressable source-frame boundaries. Replay
therefore re-enters the buffer at recorder-accessible positions rather than at exact source-
frame boundaries. This explains the irregular landing behavior and the poor backward-step
accuracy. The relatively low step latency should not be interpreted as better frame-stepping
behavior, because the displayed frame is often not the correct target frame, as reflected by
the low exact step rates in Figure 16.

Step latency provides a useful secondary diagnostic, but it does not change the main
interpretation of this phase. At 4K, the WebCodecs prototypes remain below roughly 0.25s
95th percentile step latency in both directions, while LL-HLS reaches approximately 0.5s
95th percentile (Figure 16). This indicates that HLS stepping occasionally incurs slower
seek resolution through the media-element pipeline. The MediaRecorder prototype reports
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a low 95th percentile step latency, but this should not be interpreted as improved frame
stepping, since its accuracy is substantially lower, especially for backward steps.

Overall, the results show that frame-stepping precision depends primarily on how
accurately the replay representation preserves source-frame boundaries. Precise frame
stepping is particularly important in sports analysis and replay review workflows, where
short high-speed events may need to be inspected frame-by-frame. In football scenarios,
for example, operators may need to determine the exact moment of ball contact, verify
whether the ball fully crossed the goal line, or revisit a tagged event during ongoing live
playback. In such cases, approximate seeking behavior or inconsistent frame landing can
reduce the reliability of replay inspection and make precise temporal analysis more difficult.

6.3.3 Tag-jump performance

The tag-jump benchmark evaluates whether the player can accurately return to a previously
tagged position within the DVR buffer. Correctness is determined using the server-side
frame marker described in Section 4.5.3, allowing the landed frame to be compared against
the original tagged source frame.

The DataChannel + WebCodecs prototype provides the most precise tag-jump behavior,
achieving a 100% exact recall rate with a landing-error distribution centered at zero frames
(Figure 17). This follows from the structure of the replay buffer: directly received encoded
chunks preserve the frame-addressable representation used for both tag creation and replay.
The client can therefore resolve a tag against the same encoded timeline that is later used
during replay.

The MST + WebCodecs prototype also uses WebCodecs for replay, but reconstructs
its encoded-chunk buffer locally from a received media track. As in the frame-stepping
benchmark, this introduces an additional replay timeline that may not remain perfectly
aligned with the original source-frame sequence. As a result, tag jumps often land close
to the target, but not exactly on it, which is reflected in the lower exact recall rate and
non-zero median error shown in Figure 17.

LL-HLS shows a different form of approximation. Tags are recorded against the client
video timeline and later resolved via media element seeking. This results in many close
landings, and the median landing error remains 0 frames at 4K. However, the exact recall
rate is lower (66.7%), indicating that many jumps are near the target but not perfectly
aligned (Figure 17). Seeking through HLS remains constrained by segment boundaries,
timestamp rounding, and browser buffering behavior, which introduce small but frequent
deviations.

The MST + MediaRecorder prototype performs the worst in this phase. It does
not produce exact landings in the 4K tag-jump benchmark, and its median landing
error is substantially larger. This is consistent with its blob-based DVR representation.
MediaRecorder emits short muxed blobs according to a recorder-defined timeline, and those
blob boundaries do not provide exact frame-level access to the source sequence. Replay
therefore re-enters the recorded stream only approximately near the desired event position,
rather than at the exact tagged frame.

It is also important to distinguish exactness from practical proximity. LL-HLS has a
median landing error of zero frames and a 95th-percentile error of only one frame, so most
misses are small. The MST + WebCodecs prototype is also often close, with a median
error of one frame, but its error tail is larger. In contrast, the MediaRecorder prototype is
not merely missing occasional single frames; its median error is approximately six frames,
with a much larger spread, indicating a fundamentally less precise replay representation.
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Consistent with the frame-stepping results, the tag-jump benchmark reinforces the
same architectural pattern: frame-level replay accuracy depends primarily on how well
the replay representation preserves source-frame alignment during buffering and replay.
However, while frame stepping evaluates local one-frame navigation, tag jumps expose
how reliably a prototype can leave and later re-enter the replay buffer at a previously
observed position. This makes the tag-jump benchmark more sensitive to accumulated
timeline approximation errors, segment-level seeking behavior, and replay re-entry accuracy
at longer replay distances.
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7 Discussion

Across the benchmark phases, the latency results confirmed the fundamental differences
between segment-based HTTP streaming architectures and WebRTC-based real-time
communication systems. As discussed in Section 3, prior work has consistently shown
that segmentation, playlist propagation, and client-side buffering introduce latency that is
difficult to eliminate, even in low-latency extensions such as LL-HLS [1, 2]. The results
obtained in this study align with these observations, with all WebRTC-based prototypes
achieving substantially lower latency than the LL-HLS baseline across the evaluated
resolutions.

However, the evaluation also extends existing work by examining a dimension that
is largely absent from prior transport-oriented comparisons. While previous studies
primarily focus on transport latency, scalability, and network behavior, this study evaluates
interactive DVR behavior in browser-based streaming systems. A key finding is that
replay performance depends strongly on the representation used for replay data on the
client. This observation relates directly to the client-side media representations discussed
in Section 2.5, where segments, blobs, and encoded chunks were identified as fundamentally
different replay abstractions with distinct implications for buffering, indexing, and replay
behavior. The results provide empirical evidence that these representations expose different
trade-offs in replay precision, resource usage, and interaction behavior. In particular,
architectures operating closer to encoded video units generally achieve more precise replay
behavior and lower client-side processing overhead than approaches relying on higher-level
browser-managed replay abstractions.

The results therefore indicate that preserving encoded video chunks as replay-addressable
units throughout the pipeline provides significant advantages for interactive DVR behavior.

The best interaction results are obtained when the client receives encoded video chunks
directly and stores them as the DVR primitive. In this design, WebCodecs is not used solely
as a decoding API; it becomes the boundary between transport, buffering, replay control,
and rendering. This allows the application to preserve the server-side frame identity, select
keyframe-aligned chunk ranges, decode only the required portion of the replay window,
and schedule presentation independently of the browser media element.

This distinction explains why the two WebCodecs prototypes do not behave identically.
Both use WebCodecs for replay, but only the DataChannel prototype receives a replayable
encoded representation directly from the server. The MediaStreamTrack + WebCodecs
prototype must reconstruct this representation on the client, which incurs additional CPU
overhead and can cause timeline misalignment. The broader implication is that WebCodecs
should not be viewed only as a faster rendering path but as part of an E2E architecture
in which encoded frames remain visible and addressable across transport, buffering, and
replay.

However, this design also exposes a broader trade-off between high-level browser media
pipelines and low-level application control. High-level approaches such as HLS playback
and MediaRecorder provide buffering, synchronization, error handling, and playback
policy as part of the browser platform. In contrast, a WebCodecs-based design gives
the application direct access to encoded chunks and decoded frames, but also makes the
application responsible for buffer management, keyframe indexing, decoder lifecycle, timing,
memory control, and recovery from failure states. For simple passive playback, higher-level
media pipelines therefore remain easier to deploy and are more mature architectures. The
advantage of WebCodecs becomes clear when the application requires precise, low-latency,
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interactive DVR behavior. In that setting, direct access to encoded chunks provides a level
of control that is difficult to achieve from segment-based, blob-based, or browser-managed
media timelines.

7.1 Transport, packaging, and replayable media units
Building on the architectural interpretation above, this subsection examines how transport
and packaging decisions shape the structure of replayable DVR media. This subsection
also addresses Sub-Question 3 by connecting the phase-specific behavior, analyzed in
section 6, to this thesis’s theoretical framework of media pipeline design, distribution of
processing responsibilities between the server and the client, and data packaging and media
representations.

For interactive DVR, the client needs not only media for immediate playback but also
a representation that can be stored, indexed, and replayed later. The evaluated prototypes
differ primarily in how directly this replayable representation is exposed to the browser
application.

This distinction is reflected in the behavior of the two WebCodecs-based prototypes.
In the DataChannel + WebCodecs design, the client receives encoded chunks directly and
can store them in the DVR buffer. The same media units can later be selected, decoded,
and rendered during scrubbing, frame stepping, or tag jumps. In the MST + WebCodecs
design, the client receives a browser media track instead. To build a replayable DVR buffer,
the client must reconstruct encoded chunks from that track. This adds CPU cost and can
introduce timeline misalignment, even though WebCodecs is still used for replay.

An alternative would be to store decoded frames directly, but this is generally impractical
for longer DVR windows. A decoded frame is essentially an uncompressed image, so memory
usage grows rapidly with resolution, frame rate, and buffer duration. Encoded chunks
are therefore a more practical DVR primitive: they preserve compression, can be indexed
by timestamp and keyframe position, and can be decoded only when a replay operation
requires them.

Therefore, the important design goal is not only to deliver packaged media but to
deliver a representation with the right level of application control. LL-HLS also delivers
compressed and replayable media units, but these units are exposed primarily through
the HLS/media-element pipeline. This makes LL-HLS mature and convenient for live
playback, but limits the precision with which the application can control frame stepping,
tag jumps, and custom replay scheduling. In contrast, the DataChannel + WebCodecs
prototype delivers encoded chunks that are directly visible to the application and can be
stored, indexed, selected, decoded, and rendered under application control.

The DataChannel prototype, therefore, performs well not because DataChannel itself is
uniquely advantageous, but because it exposes encoded units at the level required by the
replay pipeline. Any browser-facing delivery mechanism that can provide similarly accessible
encoded chunks, together with timestamps and keyframe metadata, could provide the same
architectural benefit. Conversely, if the client receives only a high-level media track, a
media-element timeline, or a blob abstraction, it must either accept approximate replay
behavior or spend additional resources to reconstruct a frame-addressable representation.

This suggests that interactive DVR systems should align encoding, packaging, delivery,
buffering, and decoding around the same replayable unit. In such a design, DVR is not a
separate feature built on top of playback, but rather a consequence of preserving the right
media representation throughout the delivery path. Interactive DVR performance therefore
depends less on the transport mechanism itself than on whether the media pipeline preserves
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replayable encoded units that can be stored, indexed, decoded, and rendered under the
application’s control. Architectures that preserve timestamp- and keyframe-addressable
encoded media units provide a more robust foundation for responsive DVR interaction
than architectures that only expose segment-, blob-, or other media-element abstractions.

7.2 Answering the Research Question and Sub-Questions:
Key Findings Synthesized

The following paragraphs synthesize the findings presented in section 5 and analyzed in
section 6, by mapping them to the three sub-questions introduced in section 1.1 and,
through this synthesis and interpretation, answering the main research question.

Sub-question 1: How do the evaluated low-latency streaming architectures
differ in end-to-end latency and client-side resource usage during live playback?

The evaluated architectures differ in two main ways during live playback: E2E latency is
primarily determined by the delivery architecture, while client-side resource
usage is shaped by where replay data is encoded, buffered, and retained.

Across the measured resolutions, LL-HLS remains in the multi-second range, while all
WebRTC-based prototypes remain below one second. This indicates that the dominant
latency gap is between LL-HLS and WebRTC delivery, rather than between the different
WebRTC DVR representations. Differences among the WebRTC variants become more
visible at 4K, where the DataChannel + WebCodecs path shows somewhat higher latency
than the MST-based WebRTC variants.

In baseline resource usage, DataChannel + WebCodecs provides the best overall CPU
usage profile at 4K. At the same time, MST + MediaRecorder has the highest CPU cost
because it continuously records and muxes the incoming stream on the client. Memory-
growth behavior is more nuanced: MediaRecorder shows low RSS growth during DVR
accumulation, but this reflects the implemented encoding and buffering path rather than a
strictly bitrate-matched comparison of storage efficiency. LL-HLS shows increasing CPU
and RSS growth pressure at higher resolutions.

Sub-question 2: How do the architectures differ in responsiveness during
interactive DVR operations such as scrubbing, frame-stepping, and tag-based
replay recall?

The prototypes differ most clearly in interaction responsiveness and replay precision.
DataChannel + WebCodecs provides the strongest interactive DVR behavior
overall: it maintains the highest scrubbing keep-up and render update rates, most
consistently reaches exact frame steps, and achieves the highest tag-jump recall accuracy.
LL-HLS remains usable for coarse DVR navigation but is less responsive and less precise
under fine-grained interactions, especially during frame stepping and high-rate scrubbing.
MST + WebCodecs improves frame-level control compared with MediaRecorder-based
replay, but its client-side reconstruction path does not match the consistency of the
DataChannel approach. MST + MediaRecorder performs worst for precise DVR interaction,
with weak scrubbing keep-up and poor tag-jump recall.

These differences suggest that replay behavior is strongly affected by the client-side
replay representation: playlist-managed segments, reconstructed encoded chunks, directly
delivered encoded chunks, and browser-generated blobs expose different levels of timing
control, responsiveness, and frame-level control.
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Sub-question 3: How do differences in media pipeline design affect the trade-offs
between latency, client resource usage, and DVR responsiveness?

Media pipeline design affects the trade-off most notably by determining where
encoded replay data is created, how much of the encoding processing is shifted
to the client, and how directly the application can address and preserve replay
frames. LL-HLS relies on a playlist- and media-element-managed pipeline, which provides
a stable playback path but limits fine-grained replay control and shows higher E2E latency.
MST + MediaRecorder shifts replay construction to the browser recorder, increasing client-
side processing and producing blob-based replay units with limited frame-level control.
MST + WebCodecs exposes encoded chunks to the application, but because those chunks
are reconstructed through client-side re-encoding, it introduces additional client CPU
cost. DataChannel + WebCodecs preserves encoded chunks as the transport and replay
primitive, giving the application direct control over buffering, indexing, decoding, and
rendering while avoiding client-side re-encoding.

Therefore, the important factor is not simply whether WebCodecs is used, but where
encoded chunks are produced and whether they are preserved as replay-addressable units
through delivery to the browser.

Main research question: Which low-latency streaming architecture provides
the best trade-off for browser-based video streaming in IoT systems?

Overall, the WebRTC DataChannel + WebCodecs architecture provides the best
trade-off among the evaluated prototypes for interactive, browser-based video streaming
in IoT systems. It combines low live latency, strong and consistent DVR interaction
behavior, and the lowest CPU utilization across the evaluated resolutions. Unlike the
MediaStreamTrack + WebCodecs design, it avoids the additional client-side re-encoding
stage required to reconstruct a replay representation.

However, this conclusion should be interpreted in light of the observed trade-offs. At
4K, the DataChannel-based design exhibited delivery irregularities that increased E2E
latency and reduced playback stability, and its memory behavior was not uniformly superior
across all evaluated metrics. In addition, compared to browser-managed approaches such
as LL-HLS, it shifts responsibilities such as buffering, indexing, decoder control, and replay
scheduling to the application layer, resulting in a more complex implementation.

7.3 Architectural implications for IoT video systems
Section 7.1 discussed how different delivery architectures expose replayable media represen-
tations to the browser application. The strongest interaction results in this thesis were
obtained when the browser received encoded video chunks directly and preserved them
as the DVR representation. This raises a broader IoT deployment question: where in the
camera–edge–cloud–client pipeline should replay-addressable encoded units be produced,
preserved, or reconstructed?

The results suggest that WebCodecs provides the strongest benefit when the surrounding
architecture preserves encoded video units from capture to browser delivery. In other
words, WebCodecs is most effective when it is not treated only as a client-side decoder, but
as the final stage of a pipeline in which encoded frames, timestamps, keyframe information,
and frame-level information remain visible across the system.

Figure 20 illustrates this deployment question by marking three possible layers where
replayable encoded units can be produced or reconstructed. Option A represents production
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or preservation at the camera or edge layer, option B represents packaging or alignment at
the gateway or cloud layer, and option C represents reconstruction at the browser client.

Figure 20: Placement of replayable encoded units in an IoT video pipeline.

At the camera or edge layer (option A), the system does not need to produce WebCodecs
objects directly. Instead, it must produce encoded access units with sufficient timing and
keyframe metadata. In many practical deployments, video is encoded upstream of the
browser, for example, at the camera, a venue encoder, or a nearby edge device. If this
stage can preserve frame identifiers, presentation timestamps, keyframe state, and event
metadata, then later stages can expose the stream to the browser as replayable encoded
chunks. This option preserves the representation closest to capture and can reduce later
reconstruction work, but it requires more capable edge devices or deeper integration with
the camera/encoder pipeline.

At the gateway or cloud layer (option B), the encoded representation can be transformed
into a browser-facing delivery format. In a production deployment, the camera would
typically contribute media to this gateway using an ingest protocol such as SRT, RTMP,
RIST, QUIC, or a vendor-specific transport. The gateway can then package, forward, or
transcode the stream to browser clients using LL-HLS, WebRTC, WebTransport, or a
custom encoded-chunk transport. In this pipeline, the evaluated prototypes correspond to
the gateway-to-browser portion of the system, where the encoded stream is exposed to the
web client through different delivery representations. This option can preserve precision
at the client while keeping camera requirements lower, but it increases gateway or cloud
processing cost and infrastructure complexity.

At the browser client (option C), replayable units may need to be reconstructed from
the representation exposed by the delivery layer. When the client receives encoded chunks
directly, as in the DataChannel+WebCodecs prototype, it can store, index, decode, and
replay those chunks with high precision. When the client instead receives a higher-level
media track, as in the MST + WebCodecs prototype, it must reconstruct a locally replayable
encoded representation. This shifts CPU cost to the client and can reduce frame-level
precision. When the client receives only segment-based or blob-based abstractions, as
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in LL-HLS or MediaRecorder, replay is easier to integrate with existing browser media
pipelines but less precise for frame-level interaction.

For interactive DVR, option A or option B is preferable when precise replay is required,
because the browser receives encoded chunks that are already usable for local buffering,
indexing, and replay. If the gateway can forward encoded units together with timestamps,
keyframe information, and frame-level metadata, the browser can build a local DVR buffer
that supports event replay, frame stepping, and tag jumps without requiring server-side
clipping or repeated media-segment seeks. This is especially relevant for sports, surveillance,
and monitoring IoT scenarios, where events are often discovered during live viewing and
must be reviewed immediately.

The best placement of packaging and metadata alignment depends on deployment
constraints. Performing this work at the edge or gateway can preserve precision at the
client, but may require more capable infrastructure and tighter control over the media
pipeline. Performing it in the cloud can simplify the camera side but increase server-side
CPU costs and infrastructure complexity. Moving the responsibility to the browser can
reduce backend work, but it increases client CPU usage and may reduce replay accuracy.
For some applications, approximate replay may be sufficient; for others, such as detailed
sports review or frame-sensitive monitoring, exact event recovery may be required. IoT
video systems should therefore be designed around the required interaction precision,
available edge capability, client device constraints, and acceptable cloud cost.

To summarize, when designing IoT video systems with DVR support, optimal interaction
with the DVR is achieved by preserving the encoded video units before they reach the
browser, either at the camera, edge, or gateway layer. This can improve precision and
reduce client-side resource costs; however, it shifts responsibility to the IoT infrastructure.
Therefore, the architectural choice must balance edge capabilities, cloud or gateway costs,
client constraints, and, most importantly, replay requirements.

7.4 WebCodecs beyond conventional playback
Beyond the evaluated DVR interactions, WebCodecs is significant because it changes the
browser’s role in a video system. In conventional web playback, video is primarily treated
as a media element: the application can start, pause, seek, or change the playback rate,
but decoding, buffering, frame scheduling, and presentation remain largely hidden inside
the browser. WebCodecs exposes a different model. Encoded chunks can be submitted
directly to a decoder, and the output is a decoded VideoFrame object that the application
can render as it sees fit, when, and where.

Figure 21 summarizes this shift in application control: WebCodecs does not remove the
browser from the media pipeline, but exposes lower-level media units that allow presentation
logic to move into the application.
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Figure 21: Application control boundary in conventional media-element playback and
WebCodecs-based presentation.

This changes the video from a fixed playback surface into an application-controlled
media primitive. Once frames are available as objects, they can be composed, delayed,
skipped, overlaid, synchronized, or redirected through ordinary application logic. The
application is no longer limited to controlling a browser-managed playback surface; instead,
presentation behavior can be defined explicitly as part of the application.

This model is especially relevant for multi-camera and event-driven video systems.
Instead of managing several independent video elements, each with its own buffering,
clock, and rendering behavior, an application can decode frames from multiple streams
and present them on a shared timeline. Frames from different cameras can be selected by
presentation timestamp, drawn into the same canvas, and switched without requiring the
visible output to perform a traditional media-element seek or source change. In this sense,
the output can feel like a single continuous production feed, even though it is assembled
from several encoded streams.

This enables browser-side workflows that resemble lightweight live production. In
sports broadcasting, for example, production systems continuously switch between multiple
camera feeds, replay angles, overlays, and slow-motion sequences while presenting the result
to the viewer as a single continuous output. A client could similarly draw frames from one
camera during normal playback, switch to another camera for a replay angle, return to the
original feed, or display several camera angles in a custom layout. Since the decoded frame
is an application object, the same rendering path can also draw tactical overlays, freeze
selected frames, crop or zoom regions of interest, or slow down presentation of selected
frame ranges to create replay or slow-motion effects. These operations are difficult to
express through independent media elements, but become natural when decoded frames
are explicitly controlled by the application.

To evaluate whether this lower-level model is practical across browser engines, we also
conducted a static 4K encoded-chunk benchmark using Chromium, Firefox, and WebKit
(Safari’s browser engine). The benchmark isolates browser-side WebCodecs behavior by
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Table 8: Static WebCodecs 4K encoded-chunk benchmark across browser engines. Values
are averaged over five runs. Bold values indicate the best value per column.

Browser Engine Decode FPS Seek p95 (ms) Output gap p95 (ms)

Chromium 124.1 122.5 17.4
Firefox 107.3 250.0 20.4
WebKit 171.6 309.2 82.6

removing WebRTC and HLS from the delivery path, allowing the evaluation to focus
on decode throughput, random-access seek latency, and output cadence stability. The
aggregated results are summarized in Table 8.

All tested browser engines decoded 4K-encoded chunks at speeds above real-time,
indicating that browser-side WebCodecs processing is feasible even at high resolution.
However, the results also show that implementations differ substantially. WebKit achieved
the highest raw decode throughput, Chromium showed the strongest seek latency and
output cadence stability, while Firefox provided lower decode throughput but maintained
comparatively stable output timing. These results suggest that raw decode throughput
alone is insufficient for evaluating WebCodecs playback quality. Applications that rely on
WebCodecs should also consider responsiveness to random access and rendering stability,
especially for replay-oriented and multi-stream workflows.

This does not mean that WebCodecs should replace conventional media pipelines for
ordinary playback. A media element remains simpler, more mature, and better suited for
many passive viewing scenarios. The importance of WebCodecs lies in exposing the timing
and frame-level controls needed for new browser video architectures. For applications such
as interactive DVR, multi-camera sports production, event-driven replay, and synchronized
visual analysis, encoded chunks and decoded VideoFrames provide a level of control that
is difficult to recover once video is hidden behind independent browser-managed media
timelines.

In this work, interactive DVR serves as a concrete, measurable case in which this
level of control is essential. The benchmarks demonstrate that precise scrubbing, frame
stepping, and event-based replay benefit directly from maintaining a frame-addressable
representation of the stream. However, these results also point to a broader implication:
the same properties that enable precise DVR interaction—direct access to encoded chunks,
explicit frame decoding, and application-controlled presentation—are not limited to DVR
alone.

WebCodecs, therefore, represents a more general shift in how video is handled in the
browser. Instead of being confined to a browser-managed playback timeline, video can
be processed, synchronized, and composed directly within application logic. In this sense,
interactive DVR should be understood not as the end goal but as a representative example
of applications requiring deterministic control over video at the frame level.

This perspective suggests that the primary value of WebCodecs lies in enabling new
forms of client-side video systems. These include multi-stream composition, real-time
viewpoint switching, synchronized analysis across feeds, and custom rendering pipelines
that integrate video with other application data. The DVR use case serves as validation
for this model, while its broader potential lies in enabling programmable video workflows
in the browser.
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7.5 Limitations
The evaluation was intentionally designed as a controlled client-side comparison, and this
introduces several limitations that should be considered when interpreting the findings.

First, the experiments isolate client-side DVR and playback behavior rather than
evaluating a complete end-to-end streaming system. Network variability, packet loss,
bandwidth adaptation, CDN behavior, and deployment-specific conditions are outside the
scope of the benchmark. This choice was intentional to ensure that the observed differences
could be attributed primarily to architectural and browser-side behavior. However, real-
world deployments must also consider these factors, as they may significantly affect overall
system performance.

Second, the results depend on the selected codec and encoding configuration. The
source streams delivered by the server-side pipeline use fixed H.264-oriented settings,
including frame rate, bitrate targets, and GOP structure. Some prototypes additionally
construct their replay representation through browser-side encoding, such as WebCodecs’
VideoEncoder or MediaRecorder. Variations in codec choice, GOP length, bitrate, browser
encoder behavior, or hardware acceleration paths may therefore influence decode cost,
memory usage, chunk or blob size, and random-access behavior. The findings should
consequently be interpreted as configuration-dependent rather than codec-independent.

In addition, the evaluation did not explicitly match the encoded bitrate across all
replay representations. While bitrate targets can be configured for both the server-side
encoders and browser APIs, browser-managed encoders may treat these settings as advisory
and still differ in rate control, container overhead, and buffering behavior. As a result,
memory-growth measurements should primarily be interpreted as characteristics of the
implemented prototypes rather than as a strictly bitrate-matched comparison of DVR
storage efficiency.

Another limitation concerns the temporal scope of the evaluation. The benchmarks
were conducted within fixed-duration measurement windows rather than during extended
continuous playback sessions. In particular, the latency measurements were collected
over short 15-second intervals. Consequently, the results may not capture effects such
as gradual latency accumulation, long-term playback drift, buffer evolution, or browser
runtime behavior that could emerge during substantially longer viewing sessions.

The resolution setup also introduces limitations. The available test camera provided
Full HD video at 30 FPS, and higher resolutions were achieved by upscaling frames before
transmission. Although this approach increases processing cost and is useful for stressing the
client pipelines, it does not fully replicate native 2K or 4K capture. Native high-resolution
content may introduce additional spatial detail, noise, and encoder complexity.

Furthermore, the evaluated systems are prototype implementations designed to expose
architectural differences rather than fully optimized production players. Alternative
implementations of LL-HLS, MediaRecorder buffering, WebRTC transport, or WebCodecs
scheduling may therefore exhibit different performance characteristics.

Finally, the benchmark workloads represent controlled interaction patterns. Scrubbing,
frame stepping, and tag jumps were designed to stress specific DVR behaviors, but real
user interaction may be less regular. The media content was also limited to the evaluated
football footage, and different scene characteristics or motion patterns may influence
encoding and decoding behavior. For these reasons, the results should be interpreted as a
controlled comparison of architectural behavior under the tested conditions rather than as
a complete prediction of all deployment scenarios.
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7.6 Future Work
Several directions remain open for future work.

First, the evaluated prototypes do not include a QUIC-, WebTransport-, or Media over
QUIC (MoQ)-based delivery path. This would be a natural extension of the DataChannel
+ WebCodecs design, since these approaches can expose lower-level transport primitives
while still allowing the application to receive media data as replay-addressable units. In
particular, MoQ is relevant because it targets media delivery over QUIC using application-
visible media objects rather than relying on a browser-managed media element pipeline.
Future work should evaluate whether QUIC-based delivery can achieve DVR precision
comparable to the DataChannel prototype while improving delivery characteristics such
as flow control, congestion handling, relay support, cache-ability, and integration with
cloud-based streaming gateways.

Second, this thesis does not evaluate every possible combination of streaming technology,
media delivery mechanism, browser API, and replay representation. The selected prototypes
were chosen to represent distinct architectural approaches and expose different trade-offs
between transport, replay construction, and client-side control. One example of a possible
extension of the evaluated designs would be to replace the browser-managed HLS.js
playback pipeline in the LL-HLS prototype with a WebCodecs-based replay pipeline. In
such an architecture, LL-HLS would remain responsible for media delivery, while the
browser would demux received segments, extract encoded video samples, and submit them
as EncodedVideoChunks to WebCodecs. This could retain the deployment advantages
of HLS while exposing a lower-level replay representation to the application. Future
work should compare this hybrid architecture against both conventional LL-HLS playback
and the WebRTC DataChannel + WebCodecs prototype to determine whether it can
improve scrubbing, frame stepping, and tag-jump behavior without requiring a fully custom
transport.

Third, further investigation is needed to determine where replayable encoded chunks
should be produced in a real IoT video pipeline. While the results suggest that client-side
reconstruction increases CPU usage and may reduce precision, this thesis does not quantify
the cost of producing or repackaging encoded chunks at different pipeline stages. Future
work should evaluate the computational cost, latency, and memory overhead of generating
such representations at the camera, edge gateway, or cloud layer, and assess whether
low-power devices can support this functionality directly or require offloading.

Another direction for future work is the development of a unified quality model for
interactive DVR performance. This thesis reports several phase-specific metrics, including
latency, CPU usage, memory growth, scrubber keep-up ratio, frame-step accuracy, and
tag-jump precision. However, these metrics are evaluated separately and are not combined
into a single measure of user-perceived interaction quality. Future work could investigate
how to weight and aggregate these measurements into a composite quality score for browser-
based DVR systems. Such a model could simplify comparisons between architectures,
resolutions, and interaction types, but would also require validation against user-perceived
responsiveness, replay precision, and visual smoothness.

Finally, future work should extend the evaluation of WebCodecs across a wider range
of deployment conditions. This includes different codecs, browser engines, resolutions,
frame rates, device classes, and network environments. The static WebCodecs benchmark
indicates that browser implementations differ in seek behavior and output stability even
when decode throughput is sufficient. A broader evaluation would help determine which
WebCodecs-based architectures are suitable for constrained IoT devices, high-resolution
streaming scenarios, and multi-camera replay systems.
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8 Conclusion

This thesis evaluated several low-latency browser streaming architectures for live video
with interactive DVR functionality. Consistent with previous studies, the results show
that the continuously delivered WebRTC-based architectures provide substantially lower
live latency than the playlist- and segment-oriented LL-HLS architecture. The transport-
related findings therefore primarily confirm observations already reported in the literature.
However, the evaluation also shows that transport latency is only one part of the picture.
While WebRTC-based approaches consistently achieved lower live latency than LL-HLS,
the WebCodecs-based designs provided more responsive scrubbing, more accurate frame
stepping, and more precise tag-jump behavior. These replay-oriented findings extend prior
transport-focused evaluations and contribute new empirical evidence regarding browser-side
replay architectures and replay representations. The strongest results were obtained when
the client received replayable encoded chunks directly and could use them as the DVR
primitive.

The experiments also showed that architectural trade-offs extended beyond latency
alone. MediaRecorder-based buffering introduced higher CPU overhead, particularly at
higher resolutions, while client-side reconstruction of replayable encoded chunks increased
computational cost and could reduce replay precision.

Across the evaluated prototypes, WebCodecs was the key enabling technology for precise
and responsive DVR interaction. When replayable encoded chunks were exposed directly
to the application, the browser could maintain an indexed DVR buffer, explicitly select
replay ranges, control decoder state, and render requested frames without relying entirely
on media-element seeking behavior. This made scrubbing, frame stepping, and tag jumps
more responsive and accurate than approaches based on reconstructed MediaRecorder
blobs or segment-oriented media element playback.

The WebRTC DataChannel + WebCodecs prototype provided the best overall trade-
off because it exposed encoded chunks directly and avoided reconstructing a replayable
representation on the client. However, this result should not be interpreted as showing
that DataChannel delivery is automatically robust for high-resolution live video. At 4K,
uneven chunk delivery still requires careful buffering and scheduling logic at the application
layer. The main conclusion is therefore not that one transport is universally best, but
that browser DVR performance improves when encoded media is exposed in a form that
WebCodecs can decode and the application can index, buffer, and replay explicitly.

A broader architectural conclusion is that interactive DVR systems should be designed
around replayable encoded media units. If encoded frames, timestamps, keyframe informa-
tion, and metadata are preserved upstream—at the camera, edge node, or gateway—the
browser can build precise local DVR buffers with lower reconstruction cost and stronger
frame-level control. If this representation must instead be reconstructed on the client, the
system can still function, but with higher computational overhead and reduced replay
precision.

At the same time, these findings do not imply that WebCodecs should replace conven-
tional browser media pipelines in all scenarios. For regular live playback and approximate
DVR functionality, mature approaches such as LL-HLS remain easier to deploy, more stan-
dardized, and better integrated with existing browser playback behavior. The advantages
of WebCodecs become most visible when applications require low-latency, frame-accurate,
and highly interactive video control.

In conclusion, the findings suggest that WebCodecs enables a shift from passive media
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playback toward application-controlled video processing in the browser. Exposing encoded
chunks and decoded frames to application logic enables more precise and responsive DVR
interaction while also supporting new forms of browser-based video systems, including
multi-camera synchronization, event-driven replay, custom rendering pipelines, and canvas-
based video composition. These capabilities are particularly relevant for IoT video systems
and domains such as sports and monitoring, where events must be revisited and analyzed
during ongoing live playback.

60



References

[1] A. Bentaleb, Z. Zhan, F. Tashtarian, M. Lim, S. Harous, C. Timmerer, H. Hellwagner,
and R. Zimmermann, “Low latency live streaming implementation in dash and hls,”
in Proceedings of the 30th ACM International Conference on Multimedia, ser. MM ’22.
New York, NY, USA: Association for Computing Machinery, 2022, p. 7343–7346.
[Online]. Available: https://doi.org/10.1145/3503161.3548544

[2] A. Bentaleb, M. Lim, M. N. Akcay, A. C. Begen, S. Hammoudi, and
R. Zimmermann, “Toward one-second latency: Evolution of live media streaming,”
IEEE Communications Surveys & Tutorials, vol. 28, pp. 2418–2456, 2026. [Online].
Available: https://ieeexplore.ieee.org/document/10943205

[3] L. Peroni and S. Gorinsky, “An end-to-end pipeline perspective on video streaming
in best-effort networks: A survey and tutorial,” ACM Computing Surveys, vol. 57,
no. 12, p. 1–47, Jul. 2025. [Online]. Available: http://dx.doi.org/10.1145/3742472

[4] R. Pantos and W. May, “HTTP Live Streaming,” RFC 8216, Aug. 2017. [Online].
Available: https://www.rfc-editor.org/info/rfc8216

[5] World Wide Web Consortium (W3C), “Webrtc: Real-time communication in
browsers,” World Wide Web Consortium (W3C), W3C Recommendation, Mar. 2025.
[Online]. Available: https://www.w3.org/TR/2025/REC-webrtc-20250313/

[6] Q. Li, X. Tang, J. Peng, Y. Tan, and Y. Jiang, “Latency reducing in real-time
internet video transport: A survey,” 2023, preprint submitted to Elsevier. [Online].
Available: https://ssrn.com/abstract=4654242

[7] N.-N. Dao, A.-T. Tran, N. H. Tu, T. T. Thanh, V. N. Q. Bao, and S. Cho,
“A contemporary survey on live video streaming from a computation-driven
perspective,” ACM Comput. Surv., vol. 54, no. 10s, Nov. 2022. [Online]. Available:
https://doi.org/10.1145/3519552

[8] Apple Inc., “Enabling low-latency http live streaming (hls),” Apple De-
veloper Documentation, 2025, accessed on February 16, 2026. [On-
line]. Available: https://developer.apple.com/documentation/http-live-streaming/
enabling-low-latency-http-live-streaming-hls

[9] Mozilla Foundation, “Mediastreamtrack,” 2025, accessed: Mar. 27, 2026. [Online].
Available: https://developer.mozilla.org/en-US/docs/Web/API/MediaStreamTrack

[10] Z. Gurel, T. Erkilic Civelek, A. Bodur, S. Bilgin, D. Yeniceri, and A. C. Begen,
“Media over quic: Initial testing, findings and results,” in Proceedings of the
14th ACM Multimedia Systems Conference, ser. MMSys ’23. New York, NY,
USA: Association for Computing Machinery, 2023, p. 301–306. [Online]. Available:
https://doi.org/10.1145/3587819.3593937
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Appendix A: Results

A.1 1280 x 720 Results

Figure 22: Complete benchmark summary matrix for the 1280×720 resolution.

Figure 23: Baseline resource-usage comparison for the 1280×720 resolution.
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Figure 24: Scrubbing diagnostics for the 1280×720 resolution.

Figure 25: Scrubber cost and smoothness comparison for the 1280× 720 resolution.

Figure 26: Frame-stepping accuracy comparison for the 1280×720 resolution.
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Figure 27: Frame-step latency comparison for the 1280×720 resolution.

Figure 28: Tag-jump accuracy comparison for the 1280 x 720 resolution.
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A.2 1920 x 1080 Results

Figure 29: Baseline resource-usage comparison for the 1920 x 1080 resolution.

Figure 30: Scrubbing diagnostics for the 1920 x 1080 resolution.

Figure 31: Scrubber cost and smoothness comparison for the 1920 x 1080 resolution.
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Figure 32: Frame-stepping accuracy comparison for the 1920 x 1080 resolution.

Figure 33: Frame-step latency comparison for the 1920 x 1080 resolution.
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Figure 34: Tag-jump accuracy comparison for the 1920 x 1080 resolution.

A.3 2560 x 1440 Results

Figure 35: Complete benchmark summary matrix for the 2560 x 1440 resolution.
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Figure 36: Baseline resource-usage comparison for the 2560 x 1440 resolution.

Figure 37: Scrubbing diagnostics for the 2560 x 1440 resolution.

Figure 38: Scrubber cost and smoothness comparison for the 2560 x 1440 resolution.
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Figure 39: Frame-stepping accuracy comparison for the 2560 x 1440 resolution.

Figure 40: Frame-step latency comparison for the 2560 x 1440 resolution.
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Figure 41: Tag-jump accuracy comparison for the 2560 x 1440 resolution.

A.4 3840 x 2160 Results

Figure 42: Scrubber cost and smoothness comparison for the 3840 x 2160 resolution.
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Figure 43: Frame-step latency comparison for the 3840 x 2160 resolution.

75


	List of Abbreviations
	Introduction
	Research Question
	Objectives
	Scope and Thesis Structure

	Background
	Streaming Architectures
	HTTP Adaptive Streaming (HAS) and HTTP Live Streaming (HLS)
	Low-Latency HTTP Live Streaming (LL-HLS)
	Web Real-Time Communication (WebRTC)

	Foundations of Low-latency Streaming
	Media Streaming Pipeline
	Digital Video Recording
	DVR Interaction Modes

	Client-Side Media Representation (Segment vs Encoded Chunk vs Blob)
	Browser Technologies for Client-Side Replay

	Literature Review
	Low-Latency Requirements in Live Streaming
	Low-Latency HTTP Streaming Performance
	WebRTC for Real-Time Video Streaming
	DVR and Client-Side Replay Architectures
	Client-Side Experience in Interactive Video Navigation
	Research Gaps and Motivation

	Research Method
	Research Approach
	Experimental Design
	Prototype Implementation
	Common WebRTC Stack
	WebRTC MediaStreamTrack + MediaRecorder
	WebRTC MediaStreamTrack + WebCodecs
	WebRTC DataChannel + WebCodecs
	LL-HLS

	Prototype Configuration Parameters
	Experimental Setup – Server
	Testbed and Hardware
	Capture Settings
	Server-Side Frame Marker

	Experimental Setup - Client
	Media Sources
	Measurement Methods
	Benchmark Methodology

	Validity and Ethical Considerations
	Construct Validity
	Internal Validity
	External Validity
	Reliability and Reproducibility
	Ethical Considerations


	Results
	Benchmark Results
	Idle-State Resource Usage
	Scrubbing Performance
	Frame-Stepping Precision and Latency
	Tag-Jump Recall Performance

	Analysis
	Latency analysis
	Protocol-level latency gap
	DataChannel jitter at 4K

	Idle-state resource usage
	CPU utilization
	Memory growth with DVR buffering

	DVR interactions
	Scrubbing performance
	Frame-stepping performance
	Tag-jump performance


	Discussion
	Transport, packaging, and replayable media units
	Answering the Research Question and Sub-Questions: Key Findings Synthesized
	Architectural implications for IoT video systems
	WebCodecs beyond conventional playback
	Limitations
	Future Work

	Conclusion
	Appendix A: Results
	1280 x 720 Results
	1920 x 1080 Results
	2560 x 1440 Results
	3840 x 2160 Results


